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Exam 2  PS 306, Spring 2011 
 
1. Briefly define the term confound. Then, using a very explicit example of practice effects (maybe even with 
numbers?), illustrate why conducting a repeated measures experiment without counterbalancing makes the study 
confounded. How does counterbalancing eliminate the confound? [10 pts] 
 
A confound is a violation of internal validity in which an extraneous variable poses an alternative explanation 
for the results. (In essence, your conditions vary in more than one way.) 
 
Imagine, for example a repeated measures study in which there are practice effects. I’ll model the practice 
effects as a constant improvement of 5 units (+5). Without counterbalancing, the data (with individual 
differences present) might look like this: 
 

 Treatment 1 Treatment 
2 

S1 4 9 
S2 3 8 
S3 5 10 
S4 8 13 
S5 7 12 
S6 8 13 

 
Note that it would appear that Treatment 2 leads to higher scores than Treatment 1. However, would be 
because treatment is confounded with order. Thus, you wouldn’t know if the observed difference between the 
two conditions was due to the difference in treatment or the order in which the treatment was presented. 
[Note that I haven’t modeled any treatment effect.] 
 
Now, with counterbalancing, what happens is obvious: 
 

 Treatment 1 Treatment 
2 

S1 4 9 
S2 3 8 
S3 5 10 
S4 13 8 
S5 12 7 
S6 13 8 

 
There is no difference between the mean of Treatment 1 and the mean of Treatment 2. Thus, 
counterbalancing has spread the practice effect equally over the two treatment conditions. Any actual effect 
of treatment (which I didn’t model here) would show up as a difference between the two means. 
 
2. Helzer and Pizarro (2011) published an article titled: Dirty Liberals! Reminders of physical cleanliness influence 
moral and political attitudes. Their abstract is seen below. 
 
Abstract 
Many moral codes place a special emphasis on bodily purity, and manipulations that directly target bodily purity 
have been shown to influence a variety of moral judgments. Across two studies, we demonstrated that reminders 
of physical purity influence specific moral judgments regarding behaviors in the sexual domain as well as broad 
political attitudes. In Study 1, individuals in a public setting who were given a reminder of physical cleansing 
reported being more politically conservative than did individuals who were not given such a reminder. In Study 2, 
individuals reminded of physical cleansing in the laboratory demonstrated harsher moral judgments toward 
violations of sexual purity and were more likely to report being politically conservative than control participants. 
Together, these experiments provide further evidence of a deep link between physical purity and moral judgment, 
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and they offer preliminary evidence that manipulations of physical purity can influence general (and putatively 
stable) political attitudes. 
 
We’ll treat their second study as a 2x3 independent groups design. (We’ll ignore the political attitude part of their 
study.) One factor (Condition) either emphasized the importance of personal cleanliness and hygiene (Experimental 
Condition) or did not (Control Condition). In the Experimental Condition, participants saw a sign on the wall that 
reminded experimenters to use a hand-wipe before typing on the computer keyboard. Moreover, the participants in 
this condition were given a hand-wipe to use before typing on the keyboard. The sign was removed, so that 
participants in the Control Condition never saw it…and they were never given a hand-wipe.  
 
Scenarios dealt with Sexual Purity (e.g., While house sitting for his grandmother, a man and his girlfriend have sex 
on his grandmother’s bed.), Nonsexual Purity (e.g., As a practical joke, a man unwraps his office mate’s sandwich 
and places it in a sterilized bed pan.), or Nonpurity (e.g., One day, while organizing his closet, a man finds a nice 
sweater that he had bought for his ex-girlfriend, but had never given her. Several weeks later, as he approaches his 
six-month anniversary with his current girlfriend, he realizes he cannot afford a gift for her. Instead, he wraps up the 
sweater that he had bought for his ex, and gives it to his girlfriend.)  
 
Participants rated one of three types of scenarios on a 7-point approval scale (1 = not at all wrong to 7 = totally 
wrong). For ease of analysis and comparison across conditions, the data are expressed in terms of z-scores. Thus a 
score of 0 is at the mean, negative scores indicate disapproval of the behavior and positive scores indicate approval 
of the behavior. 
 
Complete the ANOVA below and analyze the data as completely as you can. You should interpret the results as you 
might in a Discussion section (i.e., what might the results mean?). [20 pts] 
 

   
 
 

Source 
Type III Sum 
of Squares df 

Mean 
Square F Sig. 

Partial Eta 
Squared 

Observed 
Powerb 

Scenario .187 2 .09 1.0 .360 .018 .226 

Condition 1.863 1 1.86 20.7 .000 .152 .994 

Scenario * Condition 1.759 2 .88 9.8 .000 .145 .980 
Error 10.368 114 .09     

Corrected Total 14.177 119      

 
The Levene test is not significant, so there’s no concern that you’ve violated the homogeneity of variance 
assumption. Thus, you would proceed with α  = .05. 
 
There was no main effect for scenario, F(2,114) = 1.0, MSE = .09, p = .360, η 2 = .018. There was a main effect 
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for Condition, F(1,114) = 20.7, p < .001, η 2 = .152. There was also a significant interaction, F(2,114) = 9.8, p < 
.001, η 2 = .145.  
 

𝑯𝑺𝑫 = 𝟒.𝟏
.𝟎𝟗
𝟐𝟎

=.𝟐𝟖 

 
Post hoc tests using Tukey’s HSD indicate that for the nonsexual purity scenario and the nonpurity scenario, 
the control condition (M = -.105 and .078, respectively) led to scores that were statistically equivalent to the 
experimental condition (M = -.100 and -.100, respectively). However, for the sexual purity scenario, there was 
significantly greater disapproval for the experimental condition (M = -.315) than for the control condition (M 
= .260).  
 
First of all, note the modest experimental manipulation—a sign on the wall to use a hand wipe before typing 
on a keyboard (and a hand wipe). If it were up to me, however, I’d probably have some other sign on the wall 
for the control condition…and I’d probably give the subject something. So, maybe a sign that says “Eat a 
piece of candy to elevate glucose levels” and then hand the subject a piece of candy. 
 
Second, I’d note the disparity in rating the nonpurity scenario, which wasn’t significant, but appears to be 
non-trivial…with the sign/hand wipe leading people to rate the nonpurity scenario as more negative than 
those in the no-sign condition.  
 
In general, it does appear that simply reminding people about physical purity does not lead them to always be 
more negative in evaluating a wide range of scenarios. Instead, reminders of physical purity lead people to 
evaluate scenarios involving sexual impurity as more negative than people who haven’t received a reminder 
of physical purity. It’s somewhat surprising that a reminder about physical purity doesn’t have an impact on 
a scenario that involves nonsexual purity. However, one way to think about that finding (in light of the other 
scenarios) is that regardless of the treatment (sign vs. no sign) people rate the scenarios as equally negative. 
That is, in the other scenarios, the no-sign control condition actually had positive z-score ratings in 
comparison to the treatment conditions, which yielded negative z-scores. 
 
3. In a study by Baron, Burgess, and Kao (1991), male and female participants read accounts of stories that included 
a description of a sexist act perpetrated by either a male or a female against a female. The 193 participants described 
the perpetrator in a way that could be scored for intensity of sexist behavior. The displayed sexist behavior was rated 
1 for slightly displayed to 7 for extremely displayed. Part of their Results section reads: 
 

Perpetrator gender and participant gender main effects were both significant. Female 
participants, compared with male participants, gave more intense ratings to both male and 
female perpetrators...: F(1,189) = 5.06, p < .03....Furthermore, male perpetrators were 
seen as displaying more intense gender bias than female perpetrators: F(1,189) = 15.97, p 
< .001.  The interaction between participant gender and perpetrator gender was 
nonsignificant...p < .34...These results can be seen in the figure below: 
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Briefly interpret the meaning of these results, as you would in a discussion section.  [10 pts] 
 
Given the lack of a significant interaction, the two main effects are of vital importance. First, it is clear that 
females rated the sexist acts as more intense than did males, regardless of the gender of the perpetrator. 
Given historical circumstances, it seems reasonable to conclude that women would be more sensitive to sexist 
acts, so the fact that they rate the acts as generally more sexist than do males would be expected. It may also 
reflect historical reality, but when people observe males engaging in a sexist act, they react in a more intense 
fashion than when people observe females engaging in the same sexist act. That is, because we may more 
readily associate men with behaving in a sexist fashion, reading a story that confirms that expectation would 
lead a person to judge the sexist behavior as relatively intense. On the other hand, when reading a scenario in 
which a woman behaves in a sexist fashion may lead to lower ratings (It’s okay for a woman to behave in a 
sexist fashion, given that women are more often the target of sexist behavior. Or maybe it’s the case that 
people believe that behavior that is sexist for males is not really sexist when done by females.) 
 
4a. Bäuml, K.-H. T. and Samenieh, A. (2010) had an article published in Psychological Science titled The Two 
Faces of Memory Retrieval. They write: 
 
Does retrieval of a specific memory affect recollection of related memories? For instance, does selective 
remembering of part of a traumatic experience, or part of an incidentally observed crime, affect memory for other 
details of the event? Casual subjective experience suggests that memory retrieval can improve recollection of related 
memories. When one is talking with a friend about a common, long-forgotten vacation, remembering a first piece of 
the event often initiates a chain of retrieval processes, along which more and more of the seemingly forgotten 
memory is recollected. However, this subjective experience contrasts with scientific experiments that have 
demonstrated that selective remembering typically impairs recollection of related material. 
 
In their experiment, subjects studied a list of 16 words, one at a time, for 5 sec each. Of the 16 words, four were 
targets (each beginning with a unique letter, e.g., apple, carrot, mouse, table) and the remaining 12 words were 
nontargets (each beginning with different unique initial letters, e.g., banana, sandwich). After studying the list, half 
of the 80 total participants were told to remember the items in the list for a later test and half were told to forget the 
items in the list, because they weren’t needed for a subsequent test.  
 
The other factor was the number of nontarget items in an initial cued recall task. In each group of 40 participants 
(Remember or Forget), ten were first asked to recall 0 of the nontarget words before recalling the target words, ten 
were first asked to recall 4 of the nontarget words before recalling the target words, ten were first asked to recall 8 of 
the nontarget words before recalling the target words, and ten were asked to first recall all 12 of the nontarget words 
before recalling the target words. For the nontarget words, the participants were given a prompt of a couple of initial 
letters of the word (e.g., ba---- for banana and sa------ for sandwich). For the target words, the participants were 
given a prompt of the initial letter of the word (e.g., a---- for apple and m---- for mouse). 
 
The dependent variable was the percentage of the target words correctly recalled. Complete the SPSS table below 
and then interpret the results of the study as completely as you can (as you would in a Results section). Then, briefly 
discuss what the results might mean, as you would in a Discussion section. [20 pts] 
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Source Type III Sum 

of Squares df 
Mean 

Square F Sig. 
Partial Eta 
Squared 

Observed 
Powerb 

Task 577.8 1 577.8 56.1 .000 .438 1.000 
Items 628.4 3 209.5 20.3 .000 .459 1.000 

Task * Items 5360.2 3 1786.7 173.5 .000 .879 1.000 

Error 739.9 72 10.3     

Corrected Total 7306.3 79      

 
The Levene test is not significant, so there is no concern about violation of the homogeneity of variance 
assumption. You would proceed with α  = .05. 
 
There was a main effect of task, F(1,72) = 56.1, MSE = 10.3, p < .001, η 2 = .438. There was a main effect of the 
number of nontarget items recalled first, F(3,72) = 20.3, p < .001, η 2 = .459. There was a significant 
interaction between task (remember vs. forget) and number of nontarget items recalles, F(3,72) = 173.5, p < 
.001, η 2 = .879. 
 

𝑯𝑺𝑫 = 𝟒.𝟒
𝟏𝟎.𝟑
𝟏𝟎

= 𝟒.𝟒𝟕 

 
Post hoc tests using Tukey’s HSD indicate that recalling 0 or 4 nontarget items led to significantly more 
target items recalled in the Remember condition (M = 48.9 and 44.6, respectively) than in the Forget 
condition (M = 23.8 and 29.8, respectively). However, people who recalled 8 nontarget items showed no 
difference in recall of target items whether they were in the Remember condition (M = 35.3) or Forget 
condition (M = 35.3). Another difference emerged among people who recalled 12 nontarget items, because 
they recalled significantly more target items in the Forget condition (M = 39.2) than in the Remember 
condition (M = 20.8).  
 
First, it’s clear that even though instructed that they wouldn’t need to know the words on the list (Forget 
condition), subjects actually did remember those words. However, they do worse on recall of the target words 
if they are not first asked to recall nontarget words (0) than if they are told to first recall a lot of nontarget 
words (8 or 12). It’s as though there were associations between target and nontarget words such that first 
recalling a lot of nontarget words revives associations that enable recall of the target words. However, if they 
are told that they need to remember the words on the list (Remember condition), increasing numbers of 
recalled nontarget words actually impairs recall of target words…possibly because of interference. Or it may 
be that the subjects were trying to hold as many of the target and nontarget words in memory as they could, 
but first forcing them to recall nontarget words that they were trying to hold in memory has a negative 
impact on the remaining target words that they’re trying to hold in memory. 



Page 6 of 6 

4b. If the above ANOVA had been computed as a one-way ANOVA on Number of Nontarget Items Recalled 
(Items), how would the source table change (illustrate below)? [5 pts] 
 

Source SS df MS F 
Items 
 
Error (Within) 
 

628.4 
 

6677.9 

3 
 

76 

209.5 
 

87.9 

2.4 

Total 7306.3 79   
 
 
5. In the two-way ANOVA in Problem 4a and the one-way ANOVA in Problem 4b, you should be able to estimate 
the population variance (σ2).  
 
What would be your best numerical estimate of the population variance in Problem 4a? 10.3 
What would be your best numerical estimate of the population variance in Problem 4b? 87.9 
 
Given that the data are identical in the two problems, why might your estimate differ? [5 pts] 
 
4a. The data are split by condition (both Items and Task), leading to 8 cells with smaller numbers of similar 
subjects per cell (n = 10) and a smaller error term. 
 
4b. For this analysis, the data aren’t split by condition, so they’re in only 4 cells with more (dissimilar) people 
per cell (n = 20).  
 
 
6. As you saw in Problem 4a, construed as a 2x4 completely between (independent groups) design, the sample size 
was 10 (n = 10). Suppose, however that you were interested in increasing the sample size to at least 40. How many 
participants would you need if: [5 pts] 
 

Design Total Number of Participants 
2x4 completely between (as above) 320 
2x4 completely within (repeated measures) 40 
2x4 mixed (Task as between) 96 
2x4 mixed (Item as between) 160 
 
 


