Keppel, G. & Wickens, T. D. Design and Analysis 
Chapter 11: The Overall Two-Factor Analysis

• We are now going to focus on the analysis of the two-factor independent groups design. As you saw in Chapter 10, a simple 2x2 independent groups design would yield four unique conditions, each with a mean, variance, etc. If you thought of those four conditions as levels of a single factor, you would know exactly what to do. That is, you would compute F from MSA and MSS/A. In so doing, you would be computing a SSA (SSBetween) associated with dfA = 3.
• That’s a good start toward understanding the analysis of a two-factor design. However, instead of that “global” impact of treatment, we are instead interested in three orthogonal components of SSBetween: 
(1) a sum of squares reflecting the main effect for Factor A (SSA)
(2) a sum of squares reflecting the main effect of Factor B (SSB)
(3) a sum of squares representing the AxB interaction (SSAxB)

11.1 Component Deviations

Design and Notation
• Table 11.1 illustrates K&W’s notational system (used for a 2x3 independent groups design). Thus, the experimental design would look something like:

	
	Factor A

	Factor B
	a1
	a2

	b1
	n = 4
	n = 4

	b2
	n = 4
	n = 4

	b3
	n = 4
	n = 4



• The way that K&W indicate that one should sum over the data is to use combinations of capital letters, as seen below (the AB Matrix):

					Levels of Factor A
	Levels of Factor B
	a1
	a2
	Marginal Sum

	b1
	AB11
	AB21
	B1

	b2
	AB12
	AB22
	B2

	b3
	AB13
	AB23
	B3

	Marginal Sum
	A1
	A2
	T



• Thus, AB12 means “sum over the 4 scores for the participants exposed to level 1 of A and level 2 of B.” B1 means “sum over the 8 scores for the participants exposed to level 1 of B (AB1,1 + AB2,1).” A2 means “sum over the 12 scores for the participants exposed to level 2 of A (AB2,1 + AB2,2 + AB2,3).” A raw score is indicated as Yi,j,k, where i is the level of A, j is the level of B, and k is the number of the participant. So Y2,2,3 is the third participant in the group exposed to level 2 of A and level 2 of B.


Component Deviations
• “To begin, think of the treatment means as coming from a single-factor experiment with ab groups.” Thus, 

				SST = SSbetween + SSwithin



• So, SST is (Yijk - )2, or a measure of how far each score is from the grand mean. SSbetween is ()2, or a measure of how far each of the 6 group means is from the grand mean. SSwithin is ()2, or the measure of how far each score is from the mean of its group.
• The advantage of the two-factor ANOVA is that we’ll break down SSbetween into SSA, SSB, and SSAxB. 
		SSbetween = SSA + SSB + SSAxB




		()2 = ()2 + ()2 + ()2


• “...the interaction effect represents whatever is left of the deviation of the individual treatment mean () from the grand mean () that cannot be accounted for by the two relevant main effects. (K 3rd)”


		interaction effect = (deviation from ) - (A effect) - (B effect)



				  = () - () - ()

				  = ()

If you perform the algebra, you’ll end up with the earlier formula for an interaction.
• “Thus, the deviation of any subject’s score from the grand mean breaks into four components: (1) an Aj treatment effect, (2) a Bk treatment effect, (3) an AxB interaction effect, and (4) the deviation of the subject’s score from his or her group mean.”

11.2 Computations in the Two-Way Analysis
• K&W provide a system for generating computational formulas for ANOVAs of any complexity. “First we identify the sources of variance that can be extracted. Second, we determine the degrees of freedom for each of these effects. Third, we use the degrees-of-freedom statements to construct formulas for the sum of squares for each effect…Finally, we specify the means squares and F ratios needed for the analysis.”

Identifying the Sources of Variance
1. List each factor as a source.
2. Examine each combination of factors. If they are crossed (each combination of levels appears in the design), then include that interaction as a source.
3. When an effect is repeated, with different instances, at every level of another factor, then include that factor in the source after a slash.

• Below, you’ll see these steps used in producing points 1 and 2 for a two- and three-factor design.
	Two-factor Design
	Three-factor Design

	1. A, B, S/AB
	1. A, B, C, S/ABC

	2. AxB
	2. AxB, AxC, BxC, AxBxC



Degrees of Freedom
1. The total number of degrees of freedom, dfT, equals the number of observations less one.
2. The main effect of a factor has degrees of freedom equal to the number of levels of that factor less one.
3. An interaction has degrees of freedom equal to the product of the degrees of freedom of its separate parts.
4. When a source has a slash in its name, multiply the degrees of freedom for the effect or interaction by the number of levels of the factors listed to the right of the slash (or of the leftmost slash, if there is more than one).
5. The degrees of freedom for the separate effects add up to dfT.

• Below, you’ll see these steps producing the df illustrated in point 3 for both a two- and a three-factor design.

	Two-factor Design
	Three-factor Design

	1. A, B, S/AB
	1. A, B, C, S/ABC

	2. AxB
	2. AxB, AxC, BxC, AxBxC

	3.
dfA = a - 1
dfB = b - 1
dfAxB = (a-1)(b-1) = ab - a - b + 1
dfS/AB = (a)(b)(n-1) = abn - ab
dfT = (a)(b)(n) - 1 = abn - 1
	3.
dfA = a - 1
dfB = b - 1
dfC = c - 1
dfAxB = (a-1)(b-1) = ab - a - b + 1
dfAxC = (a-1)(c-1) = ac - a - c + 1
dfBxC = (b-1)(c-1) = bc - b - c + 1
dfAxBxC = (a-1)(b-1)(c-1) = abc - ab - ac - bc + a + b + c - 1
dfS/ABC = (a)(b)(c)(n-1) = abcn - abc
dfT = (a)(b)(c)(n) - 1 = abcn - 1





Computational Formulas
• Convert the degrees of freedom to computational formulas.
1. Multiply out the degrees of freedom into single-letter products.
2. Replace each set of letters by the equivalent bracket term. The product of all the letters becomes [Y], and the number 1 becomes [T].
• These rules are applied below to create step 4 for a two- and three-factor design.

	Two-factor Design
	Three-factor Design

	4.

	Source
	Expanded df
	Formula

	A
	a-1
	[A] – [T]

	B
	b-1
	[B] – [T]

	AxB
	ab – a – b + 1
	[AB] – [A] – [B] + [T]

	S/AB
	abn – ab
	[Y] – [AB]

	Total
	abn – 1
	[Y] – [T]








	4.

	Source
	Expanded df
	Formula

	A
	a – 1
	[A] – [T]

	B
	b – 1
	[B] – [T]

	C
	c – 1
	[C] – [T]

	AxB
	ab – a – b + 1
	[AB] – [A] – [B] + [T]

	AxC
	ac – a – c + 1
	[AC] – [A] – [C] + [T]

	BxC
	bc – b – c + 1
	[BC] – [B] – [C] + [T]

	AxBxC
	abc – ab – ac – bc + a + b+ c – 1
	[ABC] – [AB] – [AC] – [BC] + [A] + [B] + [C] – [T]

	S/ABC
	abcn – ab
	[Y] – [AB]

	Total
	abcn - 1
	[Y] – [T]








Forming the Bracket Terms
• Form the bracket terms from the sums
1. Square the sums designated by the same letters as the bracket term and add them up.
2. Divide the result by the number of scores that contributed to the sums in the original table.
• Below you see how these rules would work for a two-factor design.

	Letter Codes
	Measures Basic Quality
	Square that and Sum
	Bracket Term

	
[A]
	
A
	
A2
	


	
[B]
	
B
	
B2
	


	
[AB]
	
AB
	
(AB)2
	


	
[Y]

	
Y
	
Y2
	
Y2

	
[T]
	
T
	
T2
	




• You could also form the bracket terms from means (instead of sums), as K&W illustrate in Table 11.5.

Completing the Analysis
• As you can see in the summary source table below, the basic ratios that you would use for the two-factor ANOVA are not substantially different from those you used in the single-factor ANOVA. You should recognize that both the SSA and SSB are just like the SSTreatment in the one-way ANOVA. You should also recognize that the error term is just like the error term in the one-way ANOVA. That is, it represents your best estimate of 2 and comes from the pooled variances of the various groups of participants treated exactly alike.
	SOURCE
	SS
	df
	MS
	F

	
A
	
[A] – [T]
	
a – 1
	

	


	
B
	
[B] – [T]
	
b – 1
	

	


	
AxB
	
[AB] – [A] – [B] + [T]
	
(a – 1) (b – 1)
	

	


	
S/AB
	
[Y] – [AB]
	
(a) (b) (n – 1)
	

	

	
Total

	
[Y] – [T]
	
(a) (b) (n) - 1
	
	


• “The number of degrees of freedom for a sum of squares equals the number of different observations used to calculate it minus the number of constraints imposed on those observations.” Because the main effects measure the variability of the group (marginal) means, the df would be the number of marginal means for the factor minus one. The df for the interaction is the product of the df for the two main effects, as K&W illustrate in Table 11.7. The error term measures the variability of the n scores within each group, so the df would be n-1 for each group, then summed. The total variability comes from all scores minus one. 

11.3 A Numerical Example

• Monkeys are presented with a set of 20 oddity problems (of 3 objects, pick the one that differs from the other two). The DV is the number of errors made (out of 20 trials, those on which the monkey picks the wrong object). One IV is the drug given to the monkeys (Control, Drug X, or Drug Y). The other IV is the motivation level of the monkey (1 hour of food deprivation = LOW vs. 24 hours of food deprivation = HIGH). With 4 monkeys assigned to each condition, this is a 3x2 independent groups design with n = 4. 

Preliminary Analysis
• K&W first look at the data in a preliminary fashion. That is, they look for patterns in the data even before they conduct the actual analysis. As you did in Ch. 10, simply looking at the figure showing means (and error bars) should give you a sense of the likely outcome of the ANOVA.

	
	1-hour deprivation
	24-hour deprivation

	
	Control
	Drug X
	Drug Y
	Control
	Drug X
	Drug Y

	
	(a1b1)
	(a2b1)
	(a3b1)
	(a1b2)
	(a2b2)
	(a3b2)

	
	1
	13
	9
	15
	6
	14

	
	4
	5
	16
	6
	18
	7

	
	0
	7
	18
	10
	9
	6

	
	7
	15
	13
	13
	15
	13

	ABjk
	12
	40
	56
	44
	48
	40

	Y2
	66
	468
	830
	530
	666
	450

	

	3.0
	10.0
	14.0
	11.0
	12.0
	10.0

	sjk
	3.162
	4.761
	3.916
	3.916
	5.477
	3.082

	

	1.581
	2.381
	1.958
	1.958
	2.739
	2.041



• You should recognize the summary information as: 1) the sum for each column, 2) the sum of the squared scores for each column, 3) the mean for each column, 4) the standard deviation for each column, and 5) the standard error for each column. You should be able to compute each of those values, so do so for the third column (Drug Y with 1-hr deprivation).


	



	

	
SS

	

	
sjk

	

	



	



• I can’t figure out how to get SPSS to print a two-factor plot with error bars, so I used StatView to produce the graph below. (I also don’t know how K&W got the error bars offset, so that they don’t overlap.)

[image: ]
• As is often true, there’s more than one way to approach these error bars. One way (that seems consistent with the homogeneity of variance assumption) is to use an overall estimate of 2 (that is, a pooled variance estimate). With this approach, you should realize that the error bars would always look the same (upper and lower limits would be identical at each mean). However, if you use the individual estimates of standard error (as K&W do, and as StatView has done), then your error bars will differ from mean to mean. Thus, for 24-hr deprivation and Drug X, the error bars (for standard error) would be from 14.740 (12 + 2.739) to 9.261 (12 – 2.739).
• You should also keep in mind that the error bars could represent standard errors (as shown above), standard deviations, or 95% (or some other value) confidence intervals (as shown below). You’ll often have at least those choices for portraying error around a mean.

[image: ]
• The formula for specifying the upper and lower limits of a confidence interval is:



		(population estimate) ± t(), with 


The number of scores comprising the mean determines the number of observations. Thus, for , n would be the number of observations. For , (b)(n) would be the number of observations. As we’ve discussed, people are becoming increasingly interested in seeing confidence intervals reported, so you should get used to computing confidence intervals (and seeing them in journal articles).
• The population estimate would simply be the observed mean that you’re using to estimate . The value of t would be determined by looking in a table of t values for the tCrit with df = dfS/AB and typically with  = .05. 
• For this problem, you could estimate the confidence intervals for the group means as follows:



, so with , the UL = 7.5 and LL = -1.5

						  , UL = 15.5 and LL = 6.5
• Once again, you could compute a set of 95% confidence intervals using only one estimate of the standard error. When doing so, of course, all your error bars would be the same (± 4.5). This approach is entirely consistent with the notion of homogeneity of variance. 

The Analysis of Variance
The AB matrix would look like:
	
	Control
	Drug X
	Drug Y
	Sum

	Low (1 Hr.)
	12
	40
	56
	108

	High (24 Hrs.)
	44
	48
	40
	132

	Sum
	56
	88
	96
	240



The source table for the ANOVA would be:
	SOURCE
	SS
	df
	MS
	F

	A
	[A] – [T] = 2512 – 2400 =      112
	2
	56
	3.06

	B
	[B] – [T] = 2424 – 2400 =        24
	1
	24
	1.31

	AxB
	[AB] – [A] – [B] + [T] =         144
	2
	72
	3.93

	S/AB
	[Y] – [AB] = 3010 – 2680 =   330
	18
	18.33
	

	Total
	[Y] – [T] = 3010 – 2400 =      610
	23
	
	



• A comparison with the appropriate FCrit shows that only the interaction is significant.
• Note that the conceptual underpinnings of the analysis of variance are equally applicable here. That is, the main effects are simply the variance of the particular marginal means multiplied by the appropriate sample size. Furthermore, the error term (MSS/AB) still represents a reasonable estimate of the population variance (2). The estimate is derived from pooling (averaging) the sample variances from the groups treated identically. Thus, 18.33 is the average of the variances of the 6 groups involved in the experiment.
• OK, that’s K&W’s example from p. 221. However, what about K&W51? Suppose that you knew that the first two participants in each group were male and the second two participants were female. Thus, you could re-compute K&W51 as a two-factor ANOVA. Can you predict what parts of the ANOVA would stay the same and what parts would change? 

	Gender
	4hr
	12hr
	20hr
	28hr

	Male
	37
	36
	43
	76

	Male
	22
	45
	75
	66

	Female
	22
	47
	66
	43

	Female
	25
	23
	46
	62

	A
	106
	151
	230
	247



	Source
	SS
	df
	MS
	F

	HrsDep
	3314.25
	3
	1104.75
	6.37

	Gender
	272.25
	1
	272.25
	1.57

	HrsDep * Gen
	145.25
	3
	48.42
	.28

	Error
	1388.00
	8
	173.50
	

	Total
	5119.75
	15
	
	



Note that the F testing the effects of sleep deprivation goes down. However, what happened to the MS for deprivation? Can you articulate why the SS, df, and MS for deprivation would remain unchanged? Furthermore, you should be able to articulate what happened to the error component of the original ANOVA. That is, if you follow the df, you should see that the original error term (with 12 df) was broken down into the new error term, Gender, and the HrsDep x Gender interaction (with df = 8, 1, and 3, respectively).
• Let’s play with the ordering of the data in the columns, but presume that the first two scores are Male and the second two scores are Female. Keeping the scores within their columns, so that the group means remained constant, another possible analysis of the K&W51 data set might be as seen below.
	[bookmark: OLE_LINK3][bookmark: OLE_LINK4]Gender
	4hr
	12hr
	20hr
	28hr

	Male
	22
	23
	43
	43

	Male
	22
	36
	46
	62

	Female
	25
	45
	66
	66

	Female
	37
	47
	75
	76

	A
	106
	151
	230
	247



	Source
	SS
	df
	MS
	F

	HrsDep
	3314.25
	3
	1104.75
	20.36

	Gender
	1225.00
	1
	1225.00
	22.58

	HrsDep * Gen
	146.50
	3
	48.83
	.90

	Error
	434.00
	8
	54.25
	

	Total
	5119.75
	15
	
	



Note that the F for deprivation is now much larger. Why? It’s certainly not because of changes in the MS for deprivation, right? Can you see what has changed and why the changes occurred? If you had started out with no intention of analyzing for the effect of gender, can you see how introducing gender as a factor could aid your ability to detect effects by increasing the power of your test of the role of deprivation (essentially by decreasing the error variability).
• Neither of those data sets indicated an interaction. Could we change the data to produce an interaction?
	Gender
	4hr
	12hr
	20hr
	28hr

	Male
	22
	23
	66
	66

	Male
	22
	36
	75
	76

	Female
	25
	45
	43
	43

	Female
	37
	47
	46
	62

	A
	106
	151
	230
	247



	Source
	SS
	df
	MS
	F

	HrsDep
	3314.25
	3
	1104.75
	20.36

	Gender
	90.25
	1
	90.25
	1.66

	HrsDep * Gen
	1281.25
	3
	427.08
	7.87

	Error
	434.00
	8
	54.25
	

	Total
	5119.75
	15
	
	



Can you tell me why the error term didn’t change? Why did the interaction emerge in this analysis?
• Other than providing an opportunity for me to compute a few two-way ANOVAs, what is the purpose of the preceding analyses of modified K&W51 data? You might find yourself in the position that you had collected data from an equal number of males and females (for issues of generalizability), but you had no intention of analyzing for gender as a factor. Suppose, however, that your main effect of interest turned out to be not significant. Suppose, further, that males and females did differ on the task. Where would those differences show up? In the error term (as individual differences), of course! Thus, your error term will be larger than you might like, leading you to retain H0. However, by introducing gender as a factor, you might be able to make your factor of interest significant. You should also notice that this approach has a negative impact on degrees of freedom (your dferror decreases). Thus, this approach will only help you when males and females differ systematically to an extent greater than the loss of degrees of freedom. In fact, this approach closely parallels the logic of the repeated measures ANOVA, which we will discuss later in the course. 
• To illustrate the impact of introducing a factor (such as gender), consider the example of a one-way ANOVA on a study with four conditions and n = 20:

	Source
	SS
	df
	MS
	F

	Treatment
	36
	3
	12
	3

	Error
	304
	76
	4
	

	Total
	340
	79
	
	



Now, let’s assume that there was an equal number of males and females in each of the four conditions, so that we could re-analyze the data as a two-factor ANOVA with both Treatment and Gender as factors. 
• First, complete the source table below. What happens to MSError and FTreatment?

	Source
	SS
	df
	MS
	F

	Treatment
	
	
	
	

	Gender
	6
	
	
	

	Treat x Gender
	4
	
	
	

	Error
	
	
	
	

	Total
	
	
	
	



• Next, complete the source table below. Now what happens to MSError and FTreatment? What’s different now?

	Source
	SS
	df
	MS
	F

	Treatment
	
	
	
	

	Gender
	70
	
	
	

	Treat x Gender
	90
	
	
	

	Error
	
	
	
	

	Total
	
	
	
	



• Finally, determine how large the SSError must be in order to achieve the exact same F-ratio as obtained above in the one-way ANOVA. Note that as long as the second factor you introduce lowers your SSError to this level or lower, there is no cost (and a potential gain) to adding the factor.

11.4 The Statistical Model

• The linear model for the two-way ANOVA is:

Yijk = T + j + k + (jk) + ijk

where any score in the experiment (Yijk) is due to the sum of the overall mean of the population (T), the average treatment at level aj (j), the average treatment at level bk (k), the interaction effect at cell ajbk (jk), and the random experimental error associated with each score (ijk). 

• The expected mean squares for the various sources of variability would be:






[bookmark: _GoBack]Thus, for example, the expected MSA reflects the sort of variability one would find in the population due to individual differences and random variability () plus any effects due to treatment (). The expected MSS/AB reflects only the contribution of individual differences and random variability. When one creates a ratio of these two mean squares, the resulting F will typically be 1.0 when H0 is correct. The distribution of the resulting F ratios would have the characteristics exhibited in the table of critical values of F (providing that the underlying assumptions are not violated).
• In the end, of course, you would be computing F-ratios that are conceptually the same as those you computed for the one-way ANOVA. That is, each of the three effects (two main effects and the interaction effect) are assessed with F-ratios like this one:




Assumptions and Their Violation
• “The assumptions that underlie the model for the two-way analysis of variance are identical to those for the single-factor design.”
• You can test to see if the homogeneity of variance assumption has been violated by using the Brown-Forsythe procedure. The trick is to transform the two-way ANOVA into a one-way ANOVA, then to proceed as you learned to do for the one-way ANOVA. If you are concerned about the presence of heterogeneity of variance, lower your significance level from  = .05 to  = .025. If you are concerned that your variances may be heterogeneous, you will also need to consider computing your comparisons using an error term that reflects only the variances used in the comparison.

11.5 Designs with a Blocking Factor
• As I’d indicated earlier, with the second example using K&W51, it is possible that introducing a blocking factor (e.g., gender) will lead to a more powerful test. You may consider introducing a blocking factor as you design your study (randomized block design) or, if you think to collect a range of information about your participants, you may introduce the blocking after you’ve completed your study (post-hoc blocking).
• In either scenario, however, keep in mind that you’ll be losing dfError. As a result, your F could decrease if your blocking variable does not pick up enough of the variability in your error term.

The Randomized-Blocks Design
• K&W provide an example of an experiment in which the investigators might anticipate that people differ in quantitative ability (a reasonable assumption) and that variability may well lead to an inflated error term. By measuring quantitative ability and then blocking participants with that variable, the investigators may well reduce their overall error term as well as learning about potential interactions between the variable of interest and the blocking variable.
• If you decide on a blocking variable, you need to report doing so, even if it does not have a positive impact on your analyses.

Post-Hoc Blocking
• As long as you’ve collected some demographic information, etc., from your participants, it is possible to introduce a blocking variable late in the analysis. That is, if you collected gender information (even though you were not really interested in the impact of gender), you may be able to use gender as a blocking variable. If gender differences are, in fact, present, then you may well see an increase in power as a result of introducing such a blocking factor on a post hoc basis.

11.6 Measuring Effect Size
• Because of the close connection among independent groups designs, the discussion of effect size and power in single-factor independent groups designs applies to the two-factor independent groups design. In fact, the discussion about partial omega squared in Ch. 8 anticipates the use of a partial omega squared for a two-factor design.

Complete Omega Squared
• The complete omega squared, is given by


										(11.18)

• The actual formula you’d use to estimate these effects from the outcome of a study is seen below:


				(11.20)

• For the numerical example (K&W221), compute estimates of complete omega squared for the three effects below:

	



	

	



	

	



	



Partial Omega Squared
• Another approach is the partial omega squared, which is given by


									(11.21)

•Computationally, using results of an analysis, you would use the formula below:


							(11.22)

• For the numerical example (K&W221), compute estimates of complete omega squared for the three effects below:

	



	

	



	

	



	



Which Effect Statistic Should You Use?
• K&W don’t recommend using d or R2, so I didn’t bother discussing those measures. However, they don’t recommend either complete or partial omega squared. As they discuss, the choice will depend, in part, on the nature of the IVs in your study. For the most part, I think that the partial omega squared approach makes good sense in most designs.

11.7 Sample Size and Power
• K&W showed (in Chapter 8) how to estimate  using estimates of the differences among the means and an estimate of population variance. They take a similar approach when discussing the two-factor design. You should carefully read over this section of the chapter (pp. 235-238). However, presuming that you will rarely be able to estimate the means of a study in an a priori fashion, you may well take the approach of using a medium effect size in your sample size/power estimates. You could do so using the following formula:


				 				(11.25)

where 	N = the total number of participants in the study (abn), 
	 = the noncentrality parameter (for abscissa of the power charts),
	2 = partial omega squared. Note the difference between N and n. To determine n, you’d need to divide N into the number of conditions in your study (ab).

• When estimating the appropriate sample size for a prospective experiment, it probably makes more sense to focus on the interaction effect. Unless the treatment effect for the interaction is substantially larger than that for the two main effects, you should be using a sufficiently large sample size for all effects if you can achieve power of .80 for the interaction.
• K&W illustrate, for K&W221, how to estimate n to achieve power of ~.80 for the main effect of A (which was not significant). Alternatively, suppose that you wanted to know the sample size necessary to achieve similar power for the interaction. You would first compute partial omega squared for the interaction (.196). Given the original sample size (n = 4), N = 24. Thus, you would estimate2 to be 1.95, so  would be 1.4. So, I would obtain an estimate of power of about .65. OK, to bring power up to .80, let’s try n = 10 (N = 60). Now my estimate of 2 would be 4.87, so  would be 2.2. That would give me power of about .99 for the interaction. 
• To estimate the necessary n, you also could use G•Power in a priori fashion. Thus, for a 2x3 design like this one, you would focus on the interaction (which would have df = 2). G•Power says that you would need n = 26, given a medium effect size of f = .25. I’m not sure why the estimates differ so much, but it may be because of the two different measures of effect size (f vs. 2).

[image: G*PowerScreenSnapz002]


• Generally speaking, of course, you could get SPSS to provide you with an estimate of the power of any analyses you’d compute. Alternatively, you could use G•Power to estimate effect size and power for any analysis you might compute.


Computing a Two-Way ANOVA in SPSS

• First, you would enter your data, as seen below left (using the example from K&W 221).

[image: ]				[image: ]

Note that I’ve entered the two IVs as numeric variables, with value labels to provide information about the values of the variables. For this SPSS module, however, I could have treated the two grouping variables as string variables.
• Choosing Analyze->General Linear Model->Univariate will open the window above (right). Both drug and motivate are Fixed factors (chosen in a non-random fashion by the experimenter), so move them from left to right. Your DV is error, so move that to the right under Dependent Variable. 
• As far as I can tell, the “default” model (Model III) seems fine, so there’s no need to make changes to the Model. Contrasts works only for the two factors, so it won’t help you investigate a significant interaction. Plots is useful to generate a plot of your data. Clicking on that button produces the window below left, so enter the factor you want on the Horizontal (X) axis (drug) and the variable you want on separate lines within the plot (drive), and then click on Add…and then Continue.

[image: ]				[image: ]

• The Post Hoc button does you no good as far as interpreting the interaction. Thus, the last button that seems worthwhile is the Options button. You’ll see top-right above (right) that I’ve chosen to have means displayed for the two main effects as well as the interaction. In addition, I’ve chosen to display Descriptive Statistics, Estimates of Effect Size, Observed Power, and a Homogeneity test (Levene). The output would be as seen below.

• First of all, your overall ANOVA looks like this:
[image: ]
Note that you’ve got some information that you don’t really need. However, you can easily spot the two main effects (drug and motivate) as well as the interaction (drug * motivate) and the error term (Error), with the associated F ratios, p values, and power estimates.

• Your descriptive statistics would be displayed as below left (note the value labels). The (nonsignificant) Levene test of homogeneity of variance would be displayed as below right.
[image: ]		[image: ]

• Your plot would look like this:

[image: ]		[image: ]
• Choosing estimates of the marginal means would produce confidence intervals, as seen above right for the interaction means (I’m not showing the two main effect tables).
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