Keppel, G. & Wickens, T. D. Design and Analysis 

Chapter 12: Detailed Analyses of Main Effects and Simple Effects

• “If the interaction is significant, then less attention is paid to the two main effects, and the analysis tends to focus on the individual cell means and the joint variation of the two independent variables. If the interaction is not significant or is relatively small in size, then attention is directed to the marginal means and the variation of each independent variable without reference to the other.”

• “The analysis of any study must return eventually to the actual pattern of means.”

• “This chapter deals with the analysis of individual independent variables, either as main effects, when the other independent variable is disregarded, or as simple effects, when the other independent variable is held constant. In either case, the analyses are functionally identical to the analysis of a single-factor design...” Hmmm…so you see why learning the single-factor design is so important!

12.1 Interpreting a Two-Way Design

• “The first step in examining data from a factorial study is to plot the means.” The interpretation of interactions is a bit tricky, so the time spent on interpreting graphs (in Chs. 10 and 11) is well spent. As K&W noted (when discussing removable interactions), it’s often useful to plot the data in several ways (with each factor on the abscissa). 

• As always, the focus of your analysis should be driven by the theoretical questions motivating your experiment. 

• The outcomes of a two-factor analysis are quite complex. However, you can think of four basic results:

1. Nothing at all is significant. After cussing furiously, you should think about whether or not you’ve designed a study with sufficient power. Is it worth pursuing your question with a more powerful design?

2. The interaction is not significant, but at least one main effect is significant. Here’s where the plot of means is important. Does it look like an interaction is present? If so, then you might (again) consider that your study did not have sufficient power. If so, then think about ways to increase power. If, however, your graph reveals lines that are roughly parallel, you might want to consider that the interaction is of no statistical or practical significance, which should lead you to focus on any main effects that are significant. In your focus on the marginal means, you are essentially reverting to a one-way ANOVA.

3. The interaction is significant, but is dominated by the main effects. In general, I think that when an interaction is significant, one has to be a bit careful in interpreting the main effects. Nonetheless, K&W illustrate situations in which one may wish to consider the main effects as important—even in the presence of a significant interaction. I think that their advice is particularly salient when the interaction may disappear with an appropriate transformation of the data.

4. The interaction is significant, and it dominates the main effects. I think that it will more often than not be the case that the significant interaction makes the main effects difficult to interpret in isolation. That is, the interaction so qualifies the interpretation of the main effect that you’re better off focusing on the interpretation of the interaction and ignoring any interpretation of the main effects.

12.2 Comparisons for the Marginal Means

• “The marginal means for either variable are obtained by averaging over the classification of the other independent variable. You can actually think of the two sets of means as coming from two single-factor designs.”

• OK, so let’s assume that your interaction is not significant, but your main effects are. As long as the main effects have more than two levels, your significant main effect is as ambiguous as a significant F in a single-factor design with more than two levels. That is, you know that at least two means are likely to have come from populations with different means, but you don’t know which ones differ. You need to conduct some post hoc comparisons to determine where the differences lie. Thus, you are actually on quite familiar ground, because you would approach these comparisons as you would in a single-factor design.

Computational Formulas

• “A general formula for calculating the sum of squares for a single-df comparison is...”









(12.1)

For example, for Factor A, 
[image: image1.wmf], which gives the comparison of the two means. Thus, for Factor A, the SS for the two means being compared would be:
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• If you have no reason to be concerned about heterogeneity of variance, you would evaluate the MSComparison relative to the MSError from the overall analysis. As was the case for the one-way ANOVA, if you have computed a Brown-Forsythe test and found that you should be concerned about violation of the homogeneity of variance assumption, you might then choose to use an error term that is based on only those groups involved in the comparison.

A Numerical Example

• For the K&W221 problem, suppose that you wanted to compare the impact of the Control condition with Drug X. (Note that because the main effect was not significant, you would not ordinarily be computing such a post hoc comparison. Maybe you would do so as a planned comparison.) The coefficients that you would use would be:

	
	a1
	a2
	a3

	Coefficients (cj)
	1
	-1
	0

	Marginal Means
	7.00
	11.00
	12.00


Thus, 

, so 

. MSComp would also be 64, because dfComp = 1. Your FComp = 64/18.33 = 3.49. As a planned comparison, you might compare this obtained F to a critical F with no correction for inflated chance of Type I error [F(1,18) = 4.41]. However, it’s really a post hoc comparison, so you would probably choose some post hoc test (Tukey’s HSD? Fisher-Hayter?).

• The approach to hand/calculator computation detailed here should provide you with some insight into the computations, but I think that you’re better off if you simply think of the comparisons as mini-ANOVAs, with all that is entailed by that fact. If you keep in mind the fact that the comparison formula (12.3) is really just a way to compute an ANOVA on a factor with two levels, you should then be able to consider how you could get PASW to generate the SSComp and MSComp for any simple comparison of two means. Of course, you’d then need to divide that MSComp by the appropriate MSError, which would come from the overall ANOVA under conditions of homogeneity of variance. I’ll demonstrate the computer approach using PASW later in this handout.

• For Tukey’s HSD or the Fisher-Hayter approach, you could also use the critical mean difference approach. The formulas are shown below, along with the information that you’d use to evaluate the main effect of Drug in K&W221. Note that the n you use is determined by the n associated with the means you’re comparing. For these marginal means, n = 8.

	Tukey’s HSD
	Fisher-Hayter
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12.3 Interpreting the Interaction

• You can attack a significant interaction in one of two ways. One approach is the analysis of simple effects (as detailed in Ch. 12). One definition of an interaction is that the simple effects are not all the same. Thus, you would need to show that at least two of the simple effects differ. A second approach is to conduct an analysis of interaction components (as detailed in Ch. 13). 

• As an important first step in understanding the simple effects, K&W stress the importance of plotting the means. Because the picture that emerges may differ, it’s quite useful to plot the data twice, with a different IV on the abscissa for each graph, as seen below for K&W221.
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• “When a simple effect has more than one degree of freedom, it is a composite of various simple effects. The next step is to examine these simple contrasts, just as we turned to an examination of single-df comparisons in a single-factor design when SSA is a composite effect.”

• “A significant interaction means quite literally that the simple effects of either independent variable are not the same.” For example, when looking at a graph of the data (which should be the typical starting point) for K&W221, you should notice that you could look at the simple effects of motivation for each level of drug. That is, you could compare 1Hr vs. 24 Hrs for Control, then Drug X, then Drug Y. From the figure, you might anticipate that a post hoc comparison of simple effects would find that 24 Hrs > 1 Hr for the Control group, but that 24 Hrs ≥ 1 Hr for the Drug X group, and 24 Hrs ≤ 1 Hr for the Drug Y group. Certainly, the differences among those simple effects would be consistent with an interaction. [Obviously, you’d need to actually compute post hoc tests of the simple effects to see if the apparent differences are “real.”] You might also choose to examine the simple effects of Drug at 1 Hr and also the simple effects of Drug at 24 Hrs. It appears that the effects of Drug are minimal at 24 Hrs (non-significant simple effect), but that errors increase as you move from Control, to Drug X, to Drug Y for 1 Hr (a significant simple effect). “Because they represent partially redundant information, you may not want to analyze both sets of simple effects...” [or at least we don’t report that we’ve analyzed both sets ]

• “Usually, you will choose to analyze the set of simple effects that is the most useful, potentially revealing, or easy to explain.” K&W suggest some rough guidelines to aid you in deciding which simple effects to test (p. 248). I think that you’ll generally find that one approach or another will lead to an easier explanation of the interaction, which will lead you to look at that particular set of simple effects.

12.4 Testing the Simple Effects

Computational Formulas

• Because a simple effect analysis is equivalent to a one-way ANOVA, you should once again see the importance of really understanding that basic analysis. Thus, to compute a simple effect, all that you do is compute a one-way ANOVA on the particular effect. It’s just that simple! K&W provide computational formulas for simple effects. However, I think that you would generally get the computer to produce these analyses, so I show you how to use the computer to create the appropriate analyses at the end of these notes.

• A number of different formulas will produce the same answers for the SS and MS for these simple effects:
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A Numerical Example

• For the K&W221 data set, the AB matrix would be:

	
	Control
	Drug X
	Drug Y
	Sum

	1 Hr
	12
	40
	56
	108

	24 Hrs
	44
	48
	40
	132

	Sum
	56
	88
	96
	240


To assess the simple effects of Drug at 1 Hr of deprivation and Drug at 24 Hrs of deprivation, you would first compute the SS for the simple effects as:
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With 3 levels of the Drug factor, your df for the simple effect would be 2. Thus the MS for the two simple effects would be as seen below. Furthermore, the F for each simple effect would be computed using the MSError from the overall ANOVA (presuming homogeneity of variance). 

	Source
	SS
	df
	MS
	F

	Drug @ 1 Hr
	248
	2
	124
	6.76

	Drug @ 24 Hrs
	8
	2
	4
	.22

	S/AB
	330
	18
	18.33
	


Because these would be post hoc tests (to help you explain a significant interaction), you would need to evaluate the obtained Fs against appropriate critical Fs, such as Tukey’s test. In this case, because you’re trying to disentangle an interaction, you’re making comparisons among 6 means and dfError = 18, so q = 4.49 and FCrit = 10.1. [Note that K&W appear to be taking the approach of not correcting for inflated chance of familywise Type I error.] You could also take the critical mean difference approach, which would yield a critical mean difference of 9.6. Using this approach, you’d find that Drug Y > Control at 1 Hr, but that all other comparisons are not significant. That finding would be sufficient to allow you to make some sense of the interaction, right?

Variance Heterogeneity

• In the presence of heterogeneity of variance (signaled by the Brown-Forsythe test or the Levene test), you should probably use an error term for any comparison that uses only the variances for conditions involved in the comparison. That advice should strike you as quite similar to the advice for single-factor designs. You may also consider means of minimizing the heterogeneity, such as transformations of your data.

Partitioning of the Sums of Squares

• All of the variability in the SSTotal that is due to a factor (e.g., A) can be found by adding the SS for the main effect of A (SSA) and the interaction involving A (SSAxB). Thus, if you look at the source table for the overall K&W221 ANOVA, you’ll see that the SSDrug + SSInteraction = 112 + 144 = 256. If you add together the two simple effect SS above (248 and 8), you’ll also get 256. Moreover, the df for Drug (2) and the Drug*Deprivation Interaction (2) = 4, which is the sum of the df for the two simple effects.

• As K&W point out, a simple effect is a bit complicated to interpret because it contains a portion of the main effect and a portion of the interaction (as illustrated above). Thus, although the main effects and interaction are orthogonal to one another, simple effects are not orthogonal to either the main effect or the interaction. This observation lies at the heart of the Rosnow & Rosenthal (1989) article. “What this means, then, is that a significant simple effect does not represent significant interaction effects at the particular level of the other independent variable but, rather, the variability of the interaction and main effects combined.” 

• You can now think of the SSBetween as being partitioned into several different components:
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• An interaction implies that simple effects differ, but finding simple effects that differ does not necessarily imply an interaction. That is, you can’t reason backwards. You can’t infer that a difference between two simple effects is indicative of an interaction (because simple effects contain a portion of a main effect as well as the interaction). K&W illustrate that point with the example shown in Table 12.4.

• To illustrate the independence of main effects and the interaction, I constructed two different data sets. As you can see below, in both data sets, there appears to be an interaction. Moreover, the slopes of the b1 and b2 lines are exactly the same in both figures. One difference between the two data sets is that in one data set (Example 2) the difference between b1 and b2 is larger than in the other data set at both levels of a.
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Given these two data sets, can you predict what you would find in the analyses of these data? Will the main effect of A stay the same for both analyses? Why?

Will the main effect of B stay the same for both analyses? Why?

Will the interaction stay the same for both analyses? Why?

Below, you can see the two source tables, though they are not labeled. Can you determine which source table goes with which data set? Were you correct in your predictions?
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Now that you can see both source tables, can you understand why some parts changed and why some parts remained the same?

Imagine that you were going to compute simple effects for these data in an effort to understand the interaction. If you were to compute the simple effects for B at a1 and a2 for both data sets, can you see why the simple effects would reflect the interaction and the main effect?

12.5 Simple Comparisons

• In cases where the simple effect involves more than two means, you will need to conduct additional analyses to determine which means contribute to the significant simple effect. Thus, in K&W221, the simple effect of Drug at 1 Hr remains ambiguous. Which of the 3 levels of Drug actually differ? To determine the source of the significant simple effect, you’ll need to conduct what K&W call simple comparisons (single-df comparisons).

• Once you’re at the level of simple comparisons, the critical mean difference approach makes a lot of sense. For example, to disambiguate the simple effect of Drug at 1 Hr deprivation, you could use the critical mean difference approach. However, I’m not completely sure of the appropriate q value. If you are thinking in terms of interpreting the interaction (which arises from six means), then I think it would be appropriate to use Number of means = 6. On the other hand, if you think of the process as interpreting a simple effect (with 3 levels), then using Number of means = 3 makes sense. I’ve used the more liberal q value below, but recognize that it’s a liberal decision. Note, however, that n = 4 in this case, because the means you’re comparing come from only four participants (unlike the comparisons for main effects shown above).

	Tukey’s HSD
	Fisher-Hayter
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• Obviously, you could also take the ANOVA approach to interpreting the simple effect. For instance, as K&W detail, if you would like to compare the Control group with the Drug X group for 1 Hr of deprivation, you could use the comparison formula:
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Once again, K&W conclude that the simple effect is significant, using the typical critical value of F(1,18) = 4.41. I would argue that as a post hoc test, the appropriate FCrit would not be the one found in the table, but might instead be the Tukey critical F (10.1). Or, you could take some other approach for controlling familywise Type I error.

• I would encourage you to keep in mind that you could equally well have used a statistical package to compute the simple comparisons of interest. You would have to do some hand computations (to create the proper F-ratio using the pooled MSError), but the computer could still prove to be a time-saver.

• K&W caution that just because one simple comparison is significant and another is not significant, does not establish that the two simple comparisons differ, but they defer an explanation of their point to Ch. 13.

12.6 Effect Sizes and Power for Simple Effects

• K&W address the issue of computing effect sizes and power for simple effects. I think that you are probably more likely to focus on the overall interaction effect size when estimating the sample size necessary to achieve a particular level of power. But if you find yourself compelled to estimate the sample size necessary to achieve a certain level of power for a simple effect, you can look up the procedure in this section of the chapter. (
12.7 Controlling Familywise Type I Error

• Ah, K&W finally address the issue of the post hoc nature of simple effects tests. As they acknowledge, these tests are surely going to follow the analysis of the data yielding main effects and interactions. As such, they are likely to inflate the familywise Type I error rate. One possibility is to do nothing (use the typical critical value of F) and allow the familywise Type I error rate to increase. 

• For post hoc analyses to understand main effects, you can take the same approaches detailed for a one-way ANOVA. That is, for a small number of planned comparisons, do no adjustment. For a small set of comparisons, you would probably use Sidák-Bonferroni. For a complete set of simple comparisons, you might use Tukey’s HSD or the Fisher-Hayter procedure. 

• The situation for analysis of simple effects is more complicated. Although some researchers would argue that it is not necessary to further correct for familywse Type I error, K&W argue that the Sidák-Bonferroni procedure makes sense (e.g., with aFW = .10).

• The bottom line, which I think K&W espouse, is to be reasonable in your approach. That is, you should probably use some form of protection against an inflated Type I error rate. But you shouldn’t take too extreme an approach, because of the heightened chance of a Type II error.

Interpretation of Main Effects and Interactions (using Simple Effects)

• As I’ve indicated, I think that interpreting interactions is quite difficult. (And the interpretation becomes increasingly difficult as the number of factors increases.) This exercise is intended to help develop some facility in using simple effects to interpret interactions in two-way independent groups designs. For each analysis, think about how you might conduct the analysis using PASW.


Suppose that you’re interested in the impact of task difficulty and amount of reward on performance. You’ve completed the analysis of the two-way design in which your two IVs were the Amount of Reward (Lo, Med, Hi) and Task Difficulty (Lo, Med, Hi). The DV was performance (low numbers = poorer performance). For this experiment, assume that n = 10, and MSError = 30.

• Problem 1. What outcome would you expect from your ANOVA and what would you then do with the following mean results:

	
	Lo Reward
	Med Reward
	Hi Reward
	Marginal Mean

	Lo Difficulty
	80
	85
	90
	85

	Med Difficulty
	70
	75
	80
	75

	Hi Difficulty
	30
	35
	40
	35

	Marginal Mean
	60
	65
	70
	


How would your results/interpretation change if MSError = 240?
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• Problem 2. Suppose that the results had been as seen below. With n = 10 and MSError = 30, how would you interpret these data?

	
	Lo Reward
	Med Reward
	Hi Reward
	Marginal Mean

	Lo Difficulty
	85
	85
	85
	85

	Med Difficulty
	60
	75
	75
	70

	Hi Difficulty
	35
	50
	60
	48

	Marginal Mean
	60
	70
	73
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• Problem 3. With n = 10 and MSError = 30, how would you interpret these data?

	
	Lo Reward
	Med Reward
	Hi Reward
	Marginal Mean

	Lo Difficulty
	70
	80
	90
	80

	Med Difficulty
	60
	75
	75
	70

	Hi Difficulty
	40
	45
	50
	45

	Marginal Mean
	57
	67
	72
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• Problem 4. With n = 10 and MSError = 30, how would you interpret these data?

	
	Lo Reward
	Med Reward
	Hi Reward
	Marginal Mean

	Lo Difficulty
	80
	85
	90
	85

	Med Difficulty
	70
	75
	80
	75

	Hi Difficulty
	30
	35
	20
	28

	Marginal Mean
	60
	65
	63
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Post Hoc Analyses of Two-Way ANOVAs in PASW

Post Hoc Comparison of Marginal Means (12.2)

• First of all, keep in mind how the data would appear in the PASW .sav file (below left). For an analysis of the marginal means, you would simply treat the analysis as a one-way ANOVA (but then use the appropriate error term to construct the analyses). That is, to compare the Control group to the Drug X group, you would simply ignore the Drive variable and select cases to exclude all of the Drug Y group. Because I used string variables for the IVs, I have to compute the one-way ANOVA using the General Linear Model, which produces the output seen below right.
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Out of that whole source table, of course, you need only one value to use as MSComparison (64.0). You would then divide MSComparison by MSError from the overall ANOVA (18.33) to arrive at the FComparison = 3.49. To compare the Control group with the Drug Y group, I would simply exclude the Drug X group (and, again, ignore the Drive IV entirely). The MSComparison from this ANOVA would be 100 (from the source table below). Thus, FComparison = 5.46.
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Post Hoc comparison of Simple Effects of Drug at Both Levels of Deprivation (12.4)

• To construct simple effects of Drug at 1 Hr, I would simply select cases to exclude all of the participants who were exposed to 24 Hrs of deprivation. It sure seems wasteful, but we only need a little bit of information from the complex source table that emerges (below).
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As you can see, SSDrug at 1Hr = 248, so MSDrug at 1Hr =124. For simple comparisons (to explain the source of this simple effect), I would just further exclude cases (e.g., exclude the Control group to compare Drug X and Drug Y at 1 Hr Deprivation).
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