Keppel, G. & Wickens, T. D. Design and Analysis 

Chapter 17: The Single-Factor Within-Subjects Design: Further Topics

17.1 Advantages and Limitations

Advantages of the Within-Subjects Design

• Compared to the independent groups design, the repeated measures design will be more efficient, allow greater comparability of conditions, and be more powerful (because of a reduced error term).

• The efficiency of the repeated measures design is relatively easy to illustrate. Even when appropriately counterbalancing, the repeated measures design will be more efficient. Consider, for example, an experiment with four conditions and a medium effect size (.06). To achieve power of .80, you would need n = 44 (as seen in Table 8.1). Thus, for an independent groups design, the total number of participants would be 176, generating 176 pieces of data. For a repeated measures design with four conditions, you would use complete counterbalancing, which means that you would need multiples of 24 participants, or n = 48 in this case (the first multiple of 24 over 44). Because of the repeated nature of this design, you would need only 48 participants, and they would produce 192 pieces of data.

• The power of the repeated measures design comes from the smaller MSError that will typically arise. The smaller error term is very much dependent on the individual differences present in the data. Let’s consider the data set below (from K&W 368):
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Suppose that you were to analyze these data as an independent groups analysis. The source table in PASW would look like this:
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Now, suppose that these data resulted from a repeated measures design. The appropriate analysis would be as seen below:
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• Note, first of all, that the F obtained for the repeated measures ANOVA is smaller (F = 29.85) than that for the independent groups ANOVA (F = 34.63). Note, also that the SSTreatment, dfTreatment, and MSTreatment are the same for both analyses. Thus, the reason that the F is smaller for the repeated measures ANOVA is that the MSError is larger—and that’s not the way it’s supposed to happen, right? So, what went wrong?

• In general, of course, you’d prefer to have more df in the error term. However, the repeated measures ANOVA will always have a smaller df than an independent groups ANOVA performed on the same data. In this case, for the independent groups ANOVA, dfError = 15 and for the repeated measures ANOVA, dfError = 10. 

• OK, that’s not so good, but it’s also the case that you’d prefer to have a smaller SSError. Except under very rare circumstances (no individual differences), the SSError for a repeated measures analysis will always be smaller than the SSError for an independent groups analysis performed on the same data. That’s certainly good news, and in these two analyses, we find that SSError = 158.167 for the independent groups ANOVA and SSError = 122.333 for the repeated measures ANOVA. 

• The issue, then, is one of proportion. As long as the loss of dfError is offset by a proportionally greater loss of SSError, you will obtain a smaller MSError in a repeated measures analysis—and then have more power.

• So, where did the 5 df and the 35.834 SS go to as we moved from the independent groups ANOVA to the repeated measures ANOVA? Those values are determined by the individual differences in the Subject term (not displayed in the PASW source table). Thus, MSSubject = 7.167. The “problem” here is that these data don’t exhibit a lot of individual differences. 

• Suppose that the data set had looked like this:
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Note that I’ve simply re-arranged the data within the columns. Thus, the means for the three columns would be unchanged from the original data set. You should understand the implications of the change on the source table (in terms of SSTreatment and SSTotal) that would be obtained. Now the first row represents the smallest mean and the last row represents the largest mean. That would be consistent with a lot of individual differences.

• You shouldn’t be surprised to see that the results for the analysis of the modified data set would be:
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With the increase in SSSubject, the residual SSAxS would be much smaller, resulting in a large increase in the obtained F.

Limitations of Within-Subjects Designs

• Unlike the independent groups design, where observations are independent of one another, the fact that the same participant contributes the scores in a repeated measures design means that the observations are not independent. 

• Repeated measures designs are likely to have what K&W call incidental effects. Among those are order effects (practice or fatigue), use of different materials for different treatments (which themselves may be counterbalanced), carryover effects, contrast effects, and context effects—all of which K&W discuss.

17.2 Statistical Model and Assumptions

• I’m going to focus only on the univariate approach, as K&W describe it.  

• The linear model underlying the repeated measures ANOVA is:


Yij = T + j + Si + (S)ij + Eij
where each Yij score is comprised of T (the overall population mean)






j (the treatment effect at level ai)






Si (the subject effect for Sj — individual differences)






(S)ij (the interaction of treatment and subject)






Eij (variability of individual observations)

• The expected MS (p. 374) illustrate the fact that the proper error term for MSA in the repeated measures analysis is MSAxS. It is also clear that one cannot test MSSubj, because there is no appropriate error term.

17.3 The Sphericity Assumption

• The univariate model implies compound symmetry (homogeneity of variance and homogeneity of correlation between scores), which needs to hold for differences between pairs of scores. This assumption is referred to as the sphericity assumption (or circularity assumption). 

• With substantial violations of the sphericity assumption, you might approach the data with the multivariate approach, although K&W acknowledge that it might confuse a reader if you’re switching between univariate and multivariate analyses within a paper.

• In the presence of violations of sphericity, we should be using larger FCrit values than we would find in the table of F values. That is, the FCrit says that it represents an  = .05, but it might really represent  = .10. The Geisser-Greenhouse correction is a reasonable approach to correcting for this bias, though K&W note that the Huyhn-Feldt correction is more powerful. PASW computes both corrections. If you are not using a program that automatically computes the corrected probability values, then you can follow the procedures below:

1. Analyze the data by the usual procedures, then check to see if your F is significant. If not, then you’re all set (though disappointed). If the F is significant, then go on to the next step.

2. Look up a new FCrit with dfnumerator = 1 and dfdenominator = n - 1. If your F-ratio is still significant (compared to this adjusted FCrit), then it’s definitely significant, because this is the largest adjustment possible. If your F-ratio is not significant now, you’ll have to move to the final step in the procedure.

3. Multiply both the numerator and denominator dfs by the epsilon () correction factor. I can give you the gory details for computing epsilon if you’re so inclined. Look up FCrit with the new dfs. Compare your F-ratio to this new FCrit. If your F-ratio is larger, then your result is significant.

As long as you’re using PASW (or similar program), you won’t have to worry about this procedure, but can directly use the corrected significance values output by the program. However, if the adjusted significance level departs substantially from the unadjusted (sphericity assumed) significance level, you may want to consider using the multivariate approach (which doesn’t assume sphericity).

17.4 Incidental Effects

• The various incidental effects (e.g., order effects) can be addressed by means of randomization or counterbalancing. 

• Randomization is easier, but it may allow some incidental effect to fall on one treatment more than another. Randomization will likely enlarge the error term, without any simple recourse to correct against that inflation.

• Counterbalancing may be more difficult to apply, but it will allow the researcher to remove any inflation of the error term that arises as a result of counterbalancing. Complete counterbalancing will yield a! orders for a treatments. Thus, with designs of a ≤ 5, complete counterbalancing seems reasonable. For designs of a ≥ 5, incomplete counterbalancing using the digram-balanced (or row-balanced) square approach makes sense. (I think that you can safely ignore K&W’s suggestion of other types of Latin Squares.)

• I think that the resulting digram-balanced squares are the same, but I find the approach suggested by my friend Frank Durso to be more appealing:
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17.5 Analyzing a Counterbalanced Design

• People are not generally aware of the impact of counterbalancing on the error term of the repeated measures analysis. If you have some kind of carryover or practice effects in your study and you counterbalance (appropriately) then you are also inflating your error term. [Bummer!]

• To illustrate the impact of counterbalancing on the error term, I’m going to provide a very simple model for these data. In the model, treatment effects are seen as a1 = +1, a2 = +3, and a3 = +5. Furthermore, I’ll model the effects of time as a practice effect, so O1 = +0, O2 = +2, and O3 = +4. Given that each of the participants has some Individual Starting Value (Individual Difference), without counterbalancing I’d end up with the data seen below:

	
	a1 (O1)
	a2 (O2)
	a3 (O3)
	Mean

	Pooh
	10+1+0 = 11
	10+3+2 = 15
	10+5+4 = 19
	15

	Tigger
	2+1+0 = 3
	2+3+2 = 7
	2+5+4 = 11
	7

	Eeyore
	5+1+0 = 6
	5+3+2 = 10
	5+5+4 = 14
	10

	Kanga
	9+1+0 = 10
	9+3+2 = 14
	9+5+4 = 18
	14

	Lumpy
	8+1+0 = 9
	8+3+2 = 13
	8+5+4 = 17
	13

	Piglet
	3+1+0 = 4
	3+3+2 = 8
	3+5+4 = 12
	8

	Mean
	7.2
	11.2
	15.2
	11.2

	Variance
	10.97
	10.97
	10.97
	


Unfortunately, I can’t really compute an ANOVA on this data set, because the error term goes to zero (and an F-ratio can’t be computed). So, let me throw in a bit of randomness to the two sets and then I can compute ANOVAs for comparison purposes. [Note that all that I’ve done is to add +1 to three randomly selected scores.]

	
	a1 (O1)
	a2 (O2)
	a3 (O3)
	Mean

	Pooh
	10+1+0 = 11
	10+3+2 = 15
	10+5+4+1 = 20
	15.33

	Tigger
	2+1+0+1 = 4
	2+3+2 = 7
	2+5+4 = 11
	7.33

	Eeyore
	5+1+0 = 6
	5+3+2 = 10
	5+5+4 = 14
	10

	Kanga
	9+1+0 = 10
	9+3+2 = 14
	9+5+4 = 18
	14

	Lumpy
	8+1+0 = 9
	8+3+2+1 = 14
	8+5+4 = 17
	13.33

	Piglet
	3+1+0 = 4
	3+3+2 = 8
	3+5+4 = 12
	8

	Mean
	7.33
	11.33
	15.33
	11.33

	Variance
	9.47
	11.87
	12.67
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Now, let’s presume that I’m using a complete counterbalancing scheme, as follows:

Pooh = a1->a2->a3
Tigger = a1->a3->a2
Eeyore = a2->a1->a3
Kanga = a2->a3->a1
Lumpy = a3->a1->a2
Piglet = a3->a2->a1
After counterbalancing, the data would be:

	
	a1
	a2
	a3
	Mean

	Pooh
	10+1+0 = 11
	10+3+2 = 15
	10+5+4+1 = 20
	15.33

	Tigger
	2+1+0+1 = 4
	2+3+4 = 9
	2+5+2 = 9
	7.33

	Eeyore
	5+1+2 = 8
	5+3+0 = 8
	5+5+4 = 14
	10

	Kanga
	9+1+4 = 14
	9+3+0 = 12
	9+5+2 = 16
	14

	Lumpy
	8+1+2 = 11
	8+3+4+1 = 16
	8+5+0 = 13
	13.33

	Piglet
	3+1+4 = 8
	3+3+2 = 8
	3+5+0 = 8
	8

	Mean
	9.2
	11.2
	13.2
	11.2

	Variance
	14.17
	10.97
	17.37
	


Note that the function of the counterbalancing is to equate the impact of the practice effects over the three conditions (so now the means differ by the exact amount of treatment effect). Without counterbalancing, the means for the three conditions reflected a double combination (in this case) of the treatment effects and the practice effects. [If the treatment effects had been a1 = 5, a2 = 3, and a3 = 0, then the practice effects would work against the treatment effects.] In this case, with counterbalancing, the three means are more similar (which would reduce the MSTreatment and therefore the F-ratio). That won’t always be the case, because the treatment effects and the order effects won’t always be consistent. More to the point, the variances of the three groups are larger, on average, compared to the situation when no counterbalancing was used. That will typically be the case and will increase your error term, thereby decreasing the F-ratio. 

With counterbalancing, the analysis would look like:
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Note that the F-ratio for the counterbalanced data set is much smaller. In part, that’s due to an idiosyncrasy of these data (the treatment effects and the order effects in a consistent direction). However, if you just focus on the MSError, you’ll see the typical negative impact of counterbalancing, which is to increase the error term. 

• The good news, however, is that you can reduce the inflation of your error term due to the position effects. To do so requires that you compute a separate ANOVA on the data rearranged into position order (rather than condition order). As K&W illustrate, using the data set from p. 387 (and summarized here), these data do not result in a significant effect (p = .066).

	
	a1
	a2
	a3
	Sum

	s1
	8
	12
	9
	29

	s2
	8
	13
	14
	35

	s3
	9
	15
	6
	30

	s4
	0
	18
	12
	30

	s5
	13
	14
	19
	46

	s6
	12
	18
	7
	37

	Sum
	50
	90
	67
	207
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In position order, the data and analysis would look like:

	
	p1
	p2
	p3
	Sum

	s1
	8
	12
	9
	29

	s2
	13
	14
	8
	35

	s3
	6
	9
	15
	30

	s4
	0
	12
	18
	30

	s5
	14
	13
	19
	46

	s6
	7
	18
	12
	37

	Sum
	48
	78
	81
	207
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Again, these data do not result in a significant effect for position. However, you typically want only the information for the main effect for position. For these data, SSP = 111.0 and dfP = 2.

Your revised source table would remove the position effects from the error term, as seen below:

	SOURCE
	FORMULA
	SS
	df
	MS
	F

	A
	[A] - [T]
	134.33
	2
	67.17
	7.13

	S
	[S] - [T]
	69.83
	5
	13.97
	

	A x S
	[Y] - [A] - [S] + [T]
	186.33
	10
	18.63
	

	     P
	[P] - [T]
	111.00
	2
	55.50
	5.89

	     Res Error
	SSAxS - SSP
	75.33
	8
	9.42
	

	Total
	[Y] - [T]
	390.50
	17
	
	


• Note that your new F-ratio (7.13) is larger than before (3.61), because your error term is much smaller with the position effects removed. However, if very little variability had been introduced because of the position effects, you would actually hurt yourself by removing the position effects (due to the loss of df). Obviously, you would only remove the position effects when there were position effects worth removing! Note that K&W say that you can actually assess the significance of the position effects with an F-ratio for position.

Analytical Effects in Counterbalanced Designs

• For any subsequent analyses (comparisons), you’d also like to take advantage of the reduced error term (with position effects removed). K&W suggest that the easiest approach for a set of comparisons is to systematically remove the position effects from the data, and then compute the analyses on the transformed data.

• The procedure would be as follows:

1. Set up the data in position order (as above). Have PASW compute the descriptive statistics, so that you have the means for each position (seen below) and can easily compute the grand mean (11.5).
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2. Determine the incidental effects by subtracting the grand mean from each of the position means. Then subtract the incidental effect for each position from the scores that occurred in that position using Transform->Compute (which I’ve placed into new variables).
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3. K&W suggest checking that nothing has gone awry by checking that the positions means are now identical to one another and then conducting an ANOVA on these new variables and ensuring that the other effects are unchanged by the transformation. As you can see, the means for each position are now all 11.5 (the grand mean) and the error term in the ANOVA is unchanged.
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4. Now rearrange the transformed data back into the proper treatment columns (i.e., a).
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5. Tell PASW to compute the comparison on the transformed data. However, you can’t use the F as it appears in the source table. Instead, you need to subtract the df of your comparison (i.e., 1) from the dfError and re-compute the MSError by hand. So, for the complex comparison that K&W analyze (a1 vs. a2+a3), here’s what PASW would give you:
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The MSError (9.888) cannot be used, so you need to subtract 1 from the dfError (so it would now be 4) and then re-compute MSError (49.437 / 4 = 12.359).

6. Now you can compute your F, using the MSComparison and the new MSError term. In this case, your FComparison would be 67.687 / 12.359 = 5.48. You’ll note that these SS and MS differ from those that K&W produce with their formulas, but the resulting F is the same. I think that’s an artifact of the “weights” used in the comparisons.

• You should note that you would actually be able to compute an overall ANOVA on the transformed data and it would not reflect any position effects. In other words, it would yield the same result that we’d obtained earlier with the removal of the position effects. As was the case for the comparison above, however, you’d have to adjust the dfError in the overall ANOVA. 
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Because there are 2 df in this analysis, you’d subtract 2 from the 10 dfError, then re-compute MSError with the new dfError (75.333 / 8 = 9.417). Thus, your FA = 67.167 / 9.417 = 7.13. Given that you’re likely to want to compute a set of comparisons, you may be well advised to take this data transformation approach for the overall effect, so that you’d then be able to compute the comparisons with little additional effort.

17.6 Missing Data in Within-Subjects Designs

• Computer programs analyzing repeated measures ANOVAs don’t typically deal well with missing data. In fact, the programs will often remove an entire participant from the analysis if a single piece of data is missing. Your best bet is to ensure that you have no missing data. However, K&W illustrate procedures that will allow you to replace a piece of missing data. I would encourage you to do so with some trepidation. It might actually be easier to collect the replacement data! (
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