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Keppel, G. & Wickens, T. D. Design and Analysis  
Chapter 18: The Two-Factor Within-Subjects Design 

 
• This chapter considers a “pure” two-factor repeated measures design, (A x B x S). As you 
might imagine, all of the pros and cons of a repeated measures design apply to the two-factor 
design as well as the single-factor design. 
 
18.1 The Overall Analysis 
 
• K&W first provide an example of a 3x4 completely within-subjects (repeated measures) 
design. The matrices that they illustrate on p. 402 are useful for a hand computation of the 
ANOVA, but only marginally useful to create a conceptual understanding of the ANOVA. 
Essentially, the ABS table holds the raw data (with a line = a participant). As you will soon 
see, it is the ABS table that one enters into the various computer programs. The AS table 
shows the main effect for A, the BS table (yeah, I know, poor choice of acronym) shows the 
main effect for B, and the AB table shows the interaction effect. 
 
• The computational formulas are only useful if you don’t have a computer handy. On the 
other hand, it is useful to pay attention to the SS, df, and MS for the various effects: 
SOURCE SS df MS F 
S [S] – [T] n – 1 SSS/dfS  
     
A [A] – [T] a – 1 SSA/dfA MSA/MSAxS 
AxS  [AS] – [A] – [S] + [T] (a – 1) (n – 1) SSAxS/dfAxS  
     
B [B] – [T] b – 1 SSB/dfB MSB/MSBxS 
BxS  [BS] – [B] – [S] + [T] (b – 1) (n – 1) SSBxS/dfBxS  
     
AxB [AB] – [A] – [B] + [T] (a – 1) (b – 1) SSAxB/dfAxB MSAxB/MSAxBsS 
AxBxS  [Y] – [AB] – [AS] – [BS] 

+ [A] + [B] + [S] – [T] 
(a –1) (b – 1) 
(n - 1) 

SSAxBxS/dfAxBxS  

     
Total  (a) (b) (n) – 1   
 
First of all, to make the connection to analyses with which you are already familiar, note the 
SS and df that are identical to the two-way independent groups ANOVA. You should see that 
SSA, SSB, and SSAxB are computed in exactly the same way for a two-way repeated measures 
design as for a two-way independent groups design. The same is true for the df, so the MSs 
would all be the same as well. So, what’s “new” is the error term for each effect. As in the 
single-factor repeated measures design, you need to estimate the individual differences as 
indexed by the SSSubj and dfSubj. Then, for each effect, you construct an interaction between the 
“subject” effect and the effect of interest. In the source table above, the error term appears 
below each of the effects. 
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A Numerical Example 
• Factor A represents the emotional value of words (a1 is a list of 20 words with negative 
emotional value, a2 is a list of 20 words with positive emotional value, and a3 is a list of 20 
words with neutral emotional value). Within the list of 20 words of each emotional value, an 
equal number (5) are presented once (b1), twice (b2), three times (b3), and four times (b4). 
Thus, Factor B is the number of times a word was presented. The dv is the number of words 
recalled on the memory test for each condition. With n = 8, we’re clearly dealing with a 
strange experiment, but hey, the data are all made up anyway. Part of the reason the n is 
strange is that you would need to counterbalance a two-factor repeated measures design, just 
as you would a single-factor repeated measures design. In this case, there would be 12 unique 
conditions, so you’d use incomplete counterbalancing. Thus, at minimum, you’d want to run 
12 people (one person for each order). K&W show how to compute the overall ANOVA 
using formulas, but let’s focus on computer analyses of the data on K&W p. 407. 
• Data Entry. Think of a line as a participant, so your data would look like the window 
below. (I’ve only shown a part of the data file.) 

 
It’s really important to keep track of the way in which you’ve entered the data. Note that here 
the levels of B change faster (as you go from left to right) than the levels of A. You could just 
as easily have entered the data with the levels of A changing faster (b1a1, b1a2, b1a3, b2a1, etc.). 
Had you done so, you would just have to watch what you tell SPSS later about the order of 
the factors, as you’ll see next. 
• Analysis. As was true for the single-factor repeated measures ANOVA, you will conduct 
the two-way repeated measures ANOVA using General Linear Model->Repeated 
Measures… You’ll next see the window (below left) that allows you to define the factors. 
You need to first define the factor that changes slower (A in this case), then the second factor. 

N.B. Of course, had you defined reps (Factor B) first, followed by 
wordtype (Factor A), SPSS would be able to compute the ANOVA, but 
now the variables would be labeled incorrectly! So, you have to pay 
careful attention to the order in which you enter the variables here.  
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Next, as seen above right, you would assign your variables (from the left window) to the 
levels of the factors by moving them to the right window. I’ve also chosen to produce 
descriptive statistics and a plot of the data along with the source table, as seen below. 
 

   

 
 
Each effect appears with its error term below it (as I’d set up the source table above). And, as 
before, SPSS doesn’t directly print the Subject information. 
 
As you can see, there is a main effect for Type of Word, F(2,14) = 10.938, MSE = .381, p = 
.001. There is also a main effect for Number of Repetitions, F(3,21) = 44.747, MSE = .313, p 
< .001. There is, however, no significant interaction, F(6,42) = .824. 
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Although the organization of the source table differs from that produced by K&W, it should 
make sense to you. Here’s the way K&W lay out the source table, absent the bracket terms 
(p. 408): 
 

Source SS df MS F 
A 8.333 2 4.167 10.94 
B 42.083 3 14.028 44.68 

AxB 0.667 6 0.111 0.82 
S 39.166 7 5.595  

AxS 5.334 14 0.381  
BxS 6.584 21 0.314  

AxBxS 5.666 42 0.135  
Total 107.833 95   

 
18.2 Contrasts and Other Analytical Analyses 
 
• The approach for interpreting the results of a two-way repeated measures ANOVA is 
virtually the same as for a two-way independent groups ANOVA. That is, in the presence of 
an interaction, you would likely focus your attention on explaining the interaction (through 
simple effects and interaction comparisons). If the interaction is not significant (as is the case 
for this data set), you would focus on the significant main effects. I’m not sure why K&W 
didn’t provide an example that could be analyzed for an interaction, because they are just 
making up data. However, they didn’t so they’re placed in the awkward position of analyzing 
for interaction effects that aren’t present. Yuck! We’ll do something a bit different. 
• K&W focus on trend analyses, but I’ll simply show you how to examine the main effects 
for this analysis. (Thus, what I’m about to show you doesn’t map onto the examples in the 
text.)  
• Suppose that I want to compare the three means for Type of Word (comparing Positive with 
Negative, Positive with Neutral, and Negative with Neutral). These means do not actually 
exist in your data set, so you need to compute them. You could do so using the Transform-
>Compute procedure, where you compute the mean for a1 (Negative), a2 (Positive), and a3 
(Neutral). Thus, for the new variable a1, the Compute statement would look like: 
(a1b1+a1b2+a1b3+a1b4)/4. Alternatively, you could use Compute and the Mean function 
[e.g., for the new variable a1, MEAN(a1b1, a1b2, a1b3, a1b4)].  

 

 
 
Then, with the three new variables computed, you would simply compute the three simple 
comparisons as one-way repeated measures ANOVAs with two levels.
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Your comparisons would come out as seen below. 
Negative vs. Positive 

 
 

Negative vs. Neutral 

 
 

Positive vs. Neutral 

 
 

 
• Determining which effects are significant would involve some protection against inflated 
chance of Type I error, presuming that these comparisons are post hoc. Thus, you may 
choose to compute the Sidák-Bonferroni or Scheffé procedures to assess which of these 
comparisons is significant. For example, in this case the Sidák-Bonferroni procedure (with 3 
comparisons and αFW = .05) tells you that you need a p-value of .01695 or less to be 
significant. Thus, the comparison of Negative vs. Positive would be significant (more 
positive words were recalled than negative words), as would the comparison of Negative vs. 
Neutral (more neutral words were recalled than negative words). 
• For the main effect for Repetitions (B), you would again have to compute the appropriate 
means using Transform->Compute. Thus, you would end up with four new variables (b1, b2, 
b3, and b4). Below, I’ll show the comparison for b1 vs. b2, but no other comparisons (to 
conserve paper). Again, some sort of post hoc correction using Sidák-Bonferroni or Scheffé 
would make sense. In this case, the Sidák-Bonferroni critical p-value to conduct all pairwise 
comparisons (with 6 comparisons and αFW = .05) would be .00851. Thus, the comparison 
below would not be significant. 
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Simple Effects and Contrasts 
• Even though there is no interaction, K&W talk about computing simple effects on these 
data (p. 407), so I’ll first show you how to compute these effects. 
• To compute the simple effect of factor B at treatment condition a2 (Positive), you would 
compute a simple one-way repeated measures ANOVA on just the four relevant variables 
(a2b1, a2b2, a2b3, a2b4). The set-up would look like the window below left and the resultant 
means and source table would be as seen below. 

   

 
• As you can see, this source table is just like the one seen in Table 18.8. Assuming that this 
simple effect is significant, the next step would be to compute a set of simple comparisons or 
contrasts. If we wanted to compare a2b1 with a2b4 (as K&W do), the analysis would be 
another simple one-way repeated measures ANOVA, but with only two levels. The output, 
seen below, is the same as that seen on p. 414. 
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Interaction Contrasts 
• Again, as K&W acknowledge, you would not be interpreting a non-significant interaction 
with simple effects or interactions contrasts. Nonetheless, they do illustrate the computation 
of interaction contrasts on these data. They compute a complex interaction contrast in which 
the Negative words (a1) are compared to the combination of Positive and Neutral words 
(a2+a3). The combination will require that we once again compute a new set of variables that 
combine the two levels of A. If we were to compute the interaction comparison on this “new” 
set of variables, the SPSS output would look like this: 

 
Thus, this interaction comparison is not significant. (That should be no surprise, given the 
lack of a significant interaction in the original ANOVA!) But K&W are interested in the 
linear contrast, which SPSS supplies as well, as seen below F(1,7) = 1.4: 
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18.3 Assumptions and the Statistical Model 
 
• K&W provide the linear model and the resultant expected mean squares (pp. 417-418). The 
crucial point, for our purposes, is that you need a different error term (MSError) for each effect 
(which SPSS shows in the source table just below each effect). These error terms emerge as 
the interaction between the effect and Subject.  
• The two-factor repeated measures design may be thought of as a single-factor repeated 
measures design with ab treatment levels. Thus, all that you know about single-factor 
repeated measures designs applies here. If the sphericity assumption holds, then you can 
approach the data analysis with the univariate approach. You could also trust the corrections 
to the obtained p-value as produced by SPSS. If you’re really concerned about the impact of 
lack of sphericity, you could choose to take the multivariate approach. Or, alternatively, you 
could compute your analyses as a set of contrasts.  
 
18.4 Counterbalancing of Nuisance Variables 
• As was true for the single-factor repeated measures design, you will typically need to 
counterbalance both of the repeated factors. Once again, you can think of the two-factor 
repeated measures design as a single-factor repeated measures design with ab levels. Thus, 
when ab > 5, you would probably use incomplete counterbalancing. 
• K&W provide two examples. In one, only one factor is counterbalanced and in the other 
both factors are counterbalanced. 
 
Analysis of a Single Counterbalanced Factor 
• Consider a study in which the researcher is interested in the impact of two factors on the 
perception of depth in simulated three-dimensional displays. One factor is how bright the 
display is (Factor A: very dim, dim, or moderate). The other factor is the level of disparity 
between the two eyes (Factor B: disparity1, disparity2, disparity3). Because it would be too 
difficult to vary the brightness from trial to trial, participants get a random order of disparities 
within a block of a single brightness level. Because of a concern about order effects, one 
would counterbalance the three levels of brightness across participants (typically using 
complete counterbalancing, as in this example). The dependent variable is the number of 
correct responses out of 15 trials at each disparity level under each brightness level. 
• The data are seen below: 
  a1 a2 a3 
Part# Order of A b1 b2 b3 b1 b2 b3 b1 b2 b3 

1 1,2,3 7 3 5 11 6 9 10 8 10 
2 2,3,1 12 8 10 13 8 9 12 10 12 
3 3,1,2 9 6 6 12 9 12 4 5 5 
4 1,3,2 6 2 6 8 6 7 12 4 10 
5 2,1,3 5 4 4 4 3 3 6 6 5 
6 3,2,1 10 6 8 10 6 8 4 1 2 
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• First, let’s compute the overall ANOVA in SPSS: 

 

 
As you can see, consistent with the source table in Table 18.12, there is a main effect of 
Disparity, but no other effects are significant. At the same time, as you know from the single-
factor repeated measures analyses, the error terms may well be inflated by the requisite 
counterbalancing. We can re-organize our data into position order (on A), which will allow us 
to estimate the impact of the counterbalancing on the error term and then remove that effect 
from the error term. (We could also do so by removing the order effect from each score, 
which may make sense in anticipation of post hoc contrasts. However, let’s start with the 
approach of just adjusting the error term.) 
• First, compute the analysis with the data in position order (as seen in Table 18.11). From 
the output below, you can see the effect of Position (i.e., SSPos = 129). 
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• Now we’re ready to adjust the error terms for the counterbalanced factor (A, Brightness). 
To do so, we will remove the SSPos from the error term for A. As seen below, doing so will 
have an impact on the source table (shown just for Factor A, because the Factor B and the 
AxB interaction would not be affected). 
 
Tests of Within-Subjects Effects 
Measure: MEASURE_1  

Source  Type III Sum 
of Squares 

df Mean 
Square 

F Sig. 

BRIGHT Adjusted for Position 21.000 2 10.500 1.89    
Error(BRIGHT) Sphericity Assumed 173.444 10 17.344       
  Position Effect 129.000 2        
  Residual (minus Pos) 44.444 8 5.555       
 
• To correct the individual scores, you’d need the means for each position (P1 = 5, P2 = 8, P3 
= 8.5) and the grand mean (7.168). [Thus, there is a practice effect present.] Scores in each 
position would be adjusted as seen below, prior to being arranged into factor order. 
 

Position Correction 
1 5 – 7.168 = -2.168 
2 8 – 7.168 = 0.832 
3 8.5 – 7.168 = 1.332 

• The adjusted data would look like this: 
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And the resulting ANOVA would look like this: 
 

 
Note that the output has the correct SSError for A, but not the correct dfError. After removing the 
two df for Position, you would arrive at the correct MSError = 44.444/8 = 5.555. 
• Even with this correction, the effect of Brightness is not significant, so you would probably 
not even bother reporting the effort. Moreover, there would be no need for post hoc 
comparisons. Nonetheless, if you needed to do so, you would have had to compute these 
adjusted data, which you could then use to compute the simple comparisons. 
 
Analysis of Two Counterbalanced Factors 
• K&W describe an experiment in which one would study memory for newspaper 
advertisements. There are three levels of Separation (0, 2, or 6 pages of separation) of the ads 
(so 0 separation means adjacent pages). The ads could be identical or different (Type of Ad: 
Same or Different). The DV is the memory score (0 – 30). [Thus, s0 means Same Ad with 0 
separation.] The data would appear in SPSS as seen below, in position form on the left (as on 
p. 421) and in factor form on the right. 
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• First, let’s look at the overall ANOVA: 

 

 
 
As you can see, for these raw data there is a main effect for Separation and a main effect for 
Type of Ad, as well as a significant interaction. (The SS, df, and MS for the effects are 
consistent with those effects in the source table on p. 426.) I don’t know that I would bother 
removing the position effects, given the simplicity of these results. However, there will be 
other circumstances where you may well benefit from removing the position effects, so I’ll 
show you how to do so here. 
• The simplest approach, of course, would be to compute the position effect and remove it 
from the error terms. However, given that you’ve counterbalanced over both factors, you 
won’t be able to take that approach. Instead, you’ll need to remove the position effects from 
the individual scores and then compute the ANOVA. 
• The position information (above) produces an ANOVA that isn’t too encouraging in terms 
of overall position effects. The means for position, as well as the ANOVA, are seen below: 
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• With a grand mean of 15 [(17+14+15+14.5+13.5+16)/6], the effects for each position 
would be: 

Position Correction 
1 17 – 15 = 2 
2 14 – 15 = -1 
3 15 – 15 = 0 
4 14.5 – 15 = -.5 
5 13.5 – 15 = -1.5 
6 16 – 15 = 1 

• I computed new variables (p1c, p2c, etc.) with these corrections in place (as seen at the top 
of Table 18.13). As you can see below, the means no longer exhibit any position effects (as 
seen in the descriptive statistics and the source table): 
 

       
 
• Next, these “corrected” data need to be re-organized into the appropriate levels for each 
factor, as seen at the bottom of Table 18.13. The analyses would appear as below: 
 

 
Tests of Within-Subjects Effects 
Measure: MEASURE_1  

Source  Type III Sum of Squares df Mean Square F 
SEPAR Adjusted for Position 706.583 2 353.292 234.90   
Error(SEPAR) As output 30.083 22 1.367     
  Corrected for df 30.083 20 1.504     
TYPE Adjusted for Position 672.222 1 672.222 465.53   
Error(TYPE) As output 14.444 11 1.313     
  Corrected for df 14.444 10 1.444     
SEPAR * TYPE Adjusted for Position 146.194 2 73.097 69.155   
Error(SEPAR*TYPE) As output 21.139 22 .961     
  Corrected for df 21.139 20 1.057     

 
• As I’d anticipated, the lack of clear position effects means that adjusting for position effects 
does not provide any advantage. In fact, with the loss of df, we actually end up with smaller 
Fs. Nonetheless, you’ve now seen the procedure for removing position effects. 
 
18.5 Effect Size and Sample Sizes 
• Although it remains important to have some estimate of effect size, K&W note that doing 
so for a two-factor repeated measures analysis is not a clear-cut procedure. They suggest a 
means of computing a range of effect size (using the partial ω2 approach), whereby the 
bounds are: 
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€ 

dfA FA −1( )
dfA FA −1( ) + abn

 and 

€ 

dfA FA −1( )
dfA FA −1( ) + an

   (18.9) 

 
• Although I haven’t a clue how it’s computing power estimates, if you think of one use of 
effect size (estimating power), then the power estimated produced by SPSS may well suffice. 
• K&W do feel more comfortable estimating necessary sample size from one study to a 
similar study, so if you find yourself in that situation, you can make use of the computations 
illustrated on p. 428. 


