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Keppel, G. & Wickens, T. D. Design and Analysis  
Chapter 20: The Two-Factor Mixed Design: Analytical Analyses 

 
• In this chapter, K&W illustrate how one would approach subsequent analyses for a mixed 
design. As you might imagine, the complications emerge due to the fact that the approach 
used for the between factor differs from the approach used for the repeated factor. Many of 
those differences emerge in the choice of error terms, as K&W illustrate in Table 20.1: 
 

 
 
In general, however, you should realize that the approaches you’ve been using for the two-
factor between and within designs still apply (if the interaction is significant, use simple 
effects and interaction contrasts to interpret the interaction, otherwise focus on the main 
effects). 
 
20.1 Analysis of the Between-Subjects Factor 
• As was true for the one- and two-factor independent groups designs, you would use the 
pooled error term unless there was evidence for heterogeneity of variance. You could assess 
the homogeneity of variance assumption using the Brown-Forsythe procedure (using medians 
to compute ztrans) or using the Levene test (clicking the button for homogeneity tests in the 
SPSS options). As I illustrated in the notes for Ch. 19, you could think of the between error 
term as driven by the pooled scores for a participant within each level of the between factor. 
In the case of the numerical example from Ch. 19, you could pool the various landmark 
scores by summing (or averaging). Then, you could compute your homogeneity test on these 
pooled responses. For simplicity’s sake, I’ve just told SPSS to compute the Levene test, 
which indicates that there’s no reason to be concerned about heterogeneity of variance. 
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• In the absence of concerns about heterogeneity, you would compute the SSError by pooling 
the SS for each level of the factor. Of course, you would do the same with the df, which 
would allow you to compute an appropriate MSError. 
 
Examples of Between-Subjects Tests: Main Effect 
• Once you have created the new variable (land), which I’ve computed as the mean of the 
scores across all levels of landmark, you’re in good shape to compute the various 
comparisons on the between factor. However, to allow myself to use the contrasts in 
Compare Means, I’m also going to create a new variable called Group, into which I place 
only numbers (1 = hippo, 2 = other, 3 = none). The contrast is seen below, which SPSS 
reports in terms of t. However, if you square the t(-3.6), you’ll get 12.96, which is the F that 
K&W show. Not that their contrast value is 6.375 because they used {-1, .5, .5} and ours is 
12.75 because I used {2, -1, -1}, so the weights you choose affect the contrast (but not F). 

 

 
• You’ll note that K&W assess the F as though there is no reason to correct for FW error. It 
may make more sense to treat the comparison as a post hoc test (and use Tukey’s HSD or the 
Fisher-Hayter procedure). Nonetheless, the conclusion seems reasonable: kangaroo rats with 
the hippocampal lesions recovered fewer seeds than those with other areas removed. 
• K&W illustrate a complex comparison, but you should see how easily you could compute 
simple comparisons using the same procedure. That is, you could use contrasts like {1, -1, 
0}, {1, 0, -1}, {0, 1, -1} to test the simple comparisons. You should recognize that for this 
between factor, you could also use the critical mean difference approach. 
 
Examples of Between-Subjects Tests: Interaction Analyses 
• You may choose to approach the interaction by looking at the simple effects of Area 
removed at each type of landmark. In so doing, of course, you’d be looking at a between 
comparison. K&W ask about the impact of area removed on the rats’ ability to recover seeds 
when 16 landmarks are present. For SPSS, this analysis amounts to a simple one-way 
independent groups ANOVA, with Area as the between factor and land16 as the Dependent 
Variable. The source table produces the same F seen in Table 20.3: 

 
Once again, K&W approach this analysis without correction for FW error, which may typify 
researchers’ approaches to such comparisons. 
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• K&W also suggest the use of a different error term (the within-cell mean square): 
 

    

€ 

MSWithin.Cell =
SSS /A + SSBxS /A
dfS /A + dfBxS /A

    (20.1) 

 
Because this term involves all the treatments, it will have more df, but it may well lead to a 
larger MSError. Of course, it will make sense only when you have no concerns that the within-
group variances differ across the four landmark conditions. For the simple effect above, the 
error term would become: 
 

    

€ 

MSWithin.Cell =
SSS /A + SSBxS /A
dfS /A + dfBxS /A

=
301+ 99
9 + 27

= 11.1 

 
This error term (11.1) is greater than the one above (9.5), so that the F decreases from 12.62 
to 10.82. However, it may still be useful, given that the df you would use in determining FCrit 
would increase to 36. 
• For a simple comparison (to disambiguate a simple effect with more than two levels), you 
could still use Compare Means->One-Way ANOVA and Contrasts. For the complex simple 
comparison (does that make sense, or what?!) that K&W indicate [hippo vs. (other+none) @ 
landmark16], the contrast would yield the comparison below: 

 
 
Once again, because the contrast is in terms of t, you would square the result to change to F. 
Alternatively, of course, I could compute a single-factor independent groups ANOVA to 
assess the same comparison (setting the group name for other and none to be the same). That 
analysis is primarily useful for the SS and MS for the comparison. The MSError could either be 
a pooled term from the overall ANOVA (9.528) or the MSWithin.Cell (11.1). 
  

 
The resulting F ratio (24.6 or 21.11, depending on the MSError used), can be seen on p. 453. 
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20.2 Analysis of the Within-Subject Factor 
• You would treat the repeated factor in a mixed design just as you would a single-factor or 
two-factor repeated measures analysis. That is, the error term would vary with the 
comparisons being computed. 
 
Examples of Within-Subjects Effects: Main Effect 
• K&W illustrate how you could assess the linear trend in the repeated factor (Number of 
Landmarks). Given the spacing of the number of landmarks, they use contrasts of {-7, -3, 1, 
9}. To compute the analysis shown in the text, you would use Transform->Compute to 
multiply each level of Landmark by the appropriate weight and then sum the results into a 
new variable (Contrast): 
 

(lan0 * (-7)) + (land4 * (-3)) + (land8 * (1)) + (land16 * (9)) 
 
Then compute an analysis using General Linear Model->Univariate, with Area Removed as 
the between factor and Contrast as the DV. The resulting source table is: 
 

 
 
You should see that this source table is very much like the one in Table 20.4.  
 
• However, assuming that you want to compute a series of simple comparisons, you could do 
so using simple single-factor repeated measures ANOVAs with two levels. That is, to 
compare performance on Landmark0 with Landmark16, SPSS would produce the analysis 
below: 

 

 
Thus, ignoring the area of the brain on which the operation was performed, the kangaroo rats 
found significantly more seeds when 16 landmarks were present (M = 24.25) than when no 
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landmarks were present (M = 10.25), F(1,11) = 81.873, MSE = 14.364, p < .001. Of course, 
when conceived of as a post hoc test, you’d likely want to use a more conservative test, but 
with such a large F, the effect will surely be significant. 
 
Examples of Within-Subjects Effects: Interaction 
• As K&W indicate, a researcher might be interested in the effects of the number of 
landmarks for only the rats with the operation on the hippocampus. By selecting the 
appropriate cases (using Data->Select Cases), so that only the data from the rats with 
hippocampal lesions are included, and then computing a repeated measures ANOVA on the 
four levels of Landmark, you’d get the source table seen here: 
 

 
 
The source table here is much like the one in Table 20.5. As K&W suggest, if you’re willing 
to assume homogeneity of covariance, you could actually use the MSBxS/A from the overall 
ANOVA (3.667) to gain a “better” estimate of the error. In this particular case, the MSError 
would actually be larger using the pooled term, but you would also gain an advantage of df 
(27 instead of 9) in computing the FCrit.  
• Of course, even treating this simple effect as significant, you’d still need to determine 
which specific levels of Number of Landmarks differed. (This approach would also be useful 
for planned comparisons.) K&W illustrate the simple comparison of land0 with land16 for 
those rats with hippocampal lesions. (Note the similarity to the simple comparison above, 
where these two levels of landmark were compared over all the data, rather than for only the 
rats with hippocampal lesions.) With Select Cases still in place to use only the hippo data, 
you could now compute a repeated measures ANOVA with only the two levels of landmark 
(0 and 16). The source table appears below: 
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The F is consistent with that shown by K&W at the bottom of p. 457, but note that the SS are 
smaller here. However, because they are proportionally smaller for both the comparison and 
for the error term, the F is the same.  
• Again, as they note, with an assumption of homogeneity of covariance, you could use the 
MSBxS/A from an overall ANOVA that involves all 3 levels of Area Removed. Because of the 
differences in SS, I simply had SPSS compute that analysis, as seen below: 
 

 
 
Thus, in this particular case, you would obtain an overall MSError of 5.528, so your F would 
increase (to 23.15) as well as your df (from 3 to 9). It does appear to be safe to conclude that 
even for the rats with hippocampal lesions, their memory was better when there were 16 
landmarks present, compared to no landmarks.  
 
20.3 Analyses Involving the Interaction 
• Suppose that you were interested in the interaction between a set of contrasts and a factor. 
Your analysis will depend on whether the factor is the repeated or the between factor. As 
K&W illustrate, you could look at the hippocampal lesion group of rats compared to the 
other two groups together {-1, .5, .5} for each level of Landmark. At the beginning of the 
chapter, they illustrated this comparison overall, with a contrast value of 6.375 (though I 
showed a contrast value of 12.75 using a different, but equivalent, contrast set {2, -1, -1}). 
Now they compute this contrast for each level of Landmark separately. I’ll show that below 
as SPSS would produce the analyses (using Compare Means->One-Way ANOVA and the 
contrasts that K&W used). The comparisons appear as: 
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Although some rounding occurred, you should recognize the contrast values as those 
produced by K&W. Those values are then fed into Formula 20.2: 
 

     

€ 

SSψ A xB
=
n ˆ ψ A .at.bk

− ˆ ψ A( )2
∑

c j
2∑

   (20.2) 

 
Ultimately, as K&W illustrate, you would find F(3,27) = 13.70. 
• However, you should see that this comparison could be produced by computing your 
original ANOVA with the two non-hippocampal lesion groups combined. That is, give all the 
hippocampal lesion rats the same grouping value (e.g., 1) and the other two groups the same 
grouping value (e.g., 2). Then compute your mixed ANOVA with Area (now with only 2 
levels) and Landmarks (still with 4 levels). Your source table would look like this (focusing 
solely on the interaction): 

 
You’ll note that the interaction SS is the same as that produced by Formula 20.2 (above), but 
the F is different because the error term differs. As K&W did, you might use the error term 
from the original ANOVA (MSError = 3.667), which would yield the same F seen above 
(13.70). Or maybe not… J 
• K&W note that they’ve already illustrated the other kind of interaction component (linear 
trend of landmark at different levels of Area Removed), which resulted in the F (above, p. 3) 
of 9.48. 
• As noted in earlier chapters, you will often benefit from computing interaction comparisons 
because these analyses come solely from the interaction (and not from main effects). K&W 
illustrate a complex interaction comparison of the linear contrast they’d created with the 
reduction of the between factor (Area Removed) to two levels (Hippocampal lesions vs. Not 
Hippocampal lesions). In essence, this analysis is a one-way independent groups ANOVA 
with the modified grouping variable as the between factor and the Contrast variable as the 
dependent variable. You’d obtain a source table like the one below, which you should see as 
equivalent to the SS obtained by K&W. Of course, the error term is different, so you’d need 
to form the appropriate error term. 
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• However, there are other (simpler?) ways to consider these interaction comparisons. For 
example, suppose that you were interested in determining if the effects of the most different 
landmarks (0 vs. 16) differed between the rats with hippocampal lesions and the rats with 
only a sham operation. The output of the interaction contrast analysis would look like this: 

 

 
 
Thus, it seems clear that with no landmark present, there is little difference in seed recovery 
between the rats with a hippocampal lesion and those with only a sham operation. However, 
with 16 landmarks present, rats with a hippocampal lesion recover fewer seeds than those 
with only a sham operation. And, as you can imagine, there are other interaction contrasts 
that you could compute to help you to understand the interaction. This process may not be as 
efficient as the linear contrast approach that K&W suggest, but it may be more generally 
applicable, given that our factors may not always have the structure provided by the number 
of landmarks in this study. 


