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Chapter 12: Introduction to Analysis of Variance 
 
 Although the t-test is a useful statistic, it is limited to testing hypotheses about two 
conditions or levels. The analysis of variance (ANOVA) was developed to allow a researcher to 
test hypotheses about two or more conditions. Thus, the t-test is a proper subset of ANOVA and 
you would achieve identical results if applying either an ANOVA or a t-test to an experiment in 
which there were two groups. Essentially, then, one could learn to compute ANOVAs and never 
compute another t-test for the rest of one’s life. 
 
Conceptual Underpinnings of ANOVA 
 As with the t-test, you are computing a statistic (in this case an F-ratio) to test the 
assertion that the means of the populations of participants given the particular treatments of your 
experiment will all perform in a similar fashion on the dependent variable. That is, you are 
testing H0: µ1 = µ2 = µ3 = ...., typically with the hopes that you will be able to reject H0 to provide 
evidence that the alternative hypothesis (H1: Not H0) is more likely. To test H0, you take a sample 
of participants and randomly assign them to the levels of your factor (independent variable). You 
then look to see if the sample means for your various conditions differ sufficiently that you 
would be led to reject H0. As always, we reject H0 when we obtain a test statistic that is so 
unlikely that it would occur by chance when H0 is true only 5% of the time (i.e., α = .05, the 
probability of a Type I error). 
 
 The F-ratio is a ratio of two variances, called Mean Squares. In the numerator of the F-
ratio is the MSBetween and in the denominator is the MSWithin. Obviously, your F-ratio will become 
larger as the MSBetween becomes increasingly larger than the MSWithin. 
 
 In an independent groups (between participants) design you would have two or more 
levels of a single independent variable (IV) or factor. You also would have a single dependent 
variable (DV). Each participant would be exposed to only one of the levels of the IV. In an 
experiment with 3 levels of the IV (generally A1, A2, A3, or, for a more specific example, Drug 
A, Drug B, Placebo), each condition would produce a mean score. If H0 is true, the only reason 
that the group means would differ is that the participants within the groups might differ (that is, 
there would be Individual Differences and some Random Variability). If H0 is not true, then there 
would also be Treatment Effects superimposed on the variability of the group means. 
Furthermore, within each condition there would be variability among the scores of the 
participants in that condition, all of whom had been treated alike. Thus, the only reason that 
people within a group might differ is because of Individual Differences and Random Variability 
(which Gravetter & Wallnau refer to collectively as chance variability). Conceptually, then, the 
F-ratio would be: 
 
   Treatment Effects + [Individual Differences + Random Effects] 
  F =      Individual Differences + Random Effects 
 
 In computing the numerator of the F-ratio (MSBetween or MSTreatment), one is actually 
calculating the variance of the group means and then multiplying that variance by the sample 
size (n). As should be obvious, the group means should differ the most when there are Treatment 



 

Ch.12 – ANOVA - 2 

Effects present in the experiment. On the other hand, if the Individual Differences and/or 
Random Effects are quite large within the population, then you would expect that the MSBetween 
would also be large. So how can you tell if the numerator values are due to the presence of 
Treatment Effects or if there are just large Individual Differences and Random Effects present, 
causing the group means to differ? What you need is an estimate of how variable the scores 
might be in the population when no Treatment Effects are present. That’s the role of the MSWithin. 
 
 Calculating the variance of each group separately and then computing the mean variance 
of the groups yields the denominator of the F-ratio (MSWithin or MSError). Because all of the 
participants within each group are treated alike, averaging over the variances gives us a good 
estimate of the population variance (σ2). That is, you have an estimate of the variability in scores 
that would be present in the absence of Treatment Effects. By creating a ratio of the MSBetween to 
the MSWithin, you get a sense of the extent to which Treatment Effects are present. In the absence 
of Treatment Effects (i.e., H0 is true), the F-ratio will be near 1.0. To the extent that Treatment 
Effects are larger, you would obtain F-ratios that are increasingly larger than 1.0. 
 
Does it make sense to pool variances? (Hartley’s FMax test) 

The concept of pooling variances (to construct MSWithin) was introduced in the 
construction of the t-test (Ch. 10). But pooling variances makes sense only when the variances 
appear to have been drawn from the same population. (We refer to this condition as the 
homogeneity of variance assumption.) That is, the sample variances should be relatively similar 
to one another. If they are not, then they may well have been drawn from populations with 
different variances (heterogeneity of variance). In other words, you need to test a hypothesis like 
H0: σ2 = σ2 = σ2... . In order to get a sense of the extent to which the sample variances were drawn 
from populations with similar variances, you would compute Hartley’s FMax. The first step is to 
compute the ratio of the largest variance to the smallest variance. Obviously, the more similar 
those two extreme variances might be, the less concerned you would be about pooling variances. 
However, if the ratio of those two variances is quite large, you would be concerned about 
pooling variances. But how large a ratio would it take to raise an alarm? For that purpose, you 
need to use another table (B.3 Critical Values for the FMax Statistic). You would always use α = 
.05 in looking up FMax-Crit. Consider an experiment with 5 treatments and a sample size (n) of 20. 
From the table, you’d need to have a FMax ratio of about 3.55 or more in order to be concerned 
that you have violated the homogeneity of variance assumption. In those rare cases where you 
believe that you’re dealing with heterogeneous variances, you should test the overall F-ratio 
(coming up next) with an FCrit = .01 instead of .05. That is, you would adopt a more conservative 
approach to testing your F-ratio. Doing so would minimize the chance of making a Type I Error, 
which is prudent in situations when you think that you’ve violated the homogeneity of variance 
assumption (FMax larger than the critical FMax value). 
 
Constructing the F-ratio 
 A variance, or Mean Square (MS), is computed by dividing a Sum of Square (SS) by the 
appropriate degrees of freedom (df). Typically, computation of the F-ratio will be laid out in a 
Source Table illustrating the component SS and df for both MSBetween and MSWithin, as well as the 
ultimate F-ratio. If you keep in mind how MSs might be computed, you should be able to 
determine the appropriate df for each of the MSs. For example, the MSBetween comes from the 
variance of the group means, so if there are k group means, that variance would have k-1 df. 
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Similarly, because you are averaging over the variances for each of your groups to get the 
MSWithin, you would have n-1 df for each group and k groups, so your df for MSWithin would be k(n-
1).  
 
 For example, in an independent groups ANOVA with 5 levels and 10 participants per 
condition, you would have a total of 50 participants. There would be 4 dfBetween and 45 dfWithin. If 
you had 8 levels of your IV and 15 participants per condition, there would be 120 participants in 
your experiment. There would be 7 dfBetween and 112 dfWithin. 
 
 A typical Source Table is seen below. From the df in the Source Table, you should be 
able to tell me how many conditions there were in the experiment and how many participants 
were in each condition (assuming an equal number per condition). 
 

SOURCE SS df MS F 
Between (Treatment) 100 4 25 5 
Within (Error) 475 95 5  
Total 575 99   

 
You should recognize that this Source Table is from an experiment with 5 conditions and 20 
participants per condition. Thus, H0 would be µ1 = µ2 = µ3 = µ4 = µ5. You would be led to reject 
H0 if the F-ratio is so large that it would only be obtained with a probability of .05 or less when 
H0 is true. Assuming that your Hartley’s FMax test wasn’t significant, you would look up a critical 
value of F (FCrit) using 4 and 95 df and α = .05, which would be about 2.49. In other words, 
when H0 is true, you would obtain F-ratios of 2.49 or larger only about 5% of the time. Using the 
logic of hypothesis testing, upon obtaining an unlikely F (2.49 or larger), we would be less 
inclined to believe that H0 was true and would place more belief in H1. What could you then 
conclude on the basis of the results of this analysis? Note that your conclusion would be very 
modest: At least one of the 5 group means came from a population with a mean that differed 
from that of one of the other group means. You could have gotten this large F-ratio because of a 
number of different patterns of results, including a result in which each of the 5 means differed 
from each of the other means. The point is that after the overall analysis (often called an omnibus 
F test) you are left in an ambiguous situation unless there were only two conditions in your 
experiment. 
 
Tukey’s HSD (a post hoc test) 
 To eliminate the ambiguity about the results of your experiment, it is necessary to 
compute what are called post hoc or subsequent analyses (also called protected t-tests because 
they always involve two means and because they have a reduced chance of making a Type I 
error). There are a number of different approaches to post hoc analyses, but we will rely upon 
Tukey’s HSD to conduct post hoc tests. To conduct post hoc analyses you must have the means 
of each of the conditions and you need to look up a new value called q (the Studentized-range 
statistic). The formula to determine a critical mean difference is as follows: 

€ 

HSD = q
MSError
n

= 3.94 5
20

=1.97  
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So for this example, your value of q would be about 3.94 (5 conditions across the top of the table 
and 95 dfWithin down the side of the table). Thus, the HSD would be 1.97 for this analysis, so if 
two means differed by 1.97 or more, they would be considered to be significantly different. You 
would now have to subtract each mean from every other mean to see if the difference between 
the means was larger than 1.97. Two means that differed by less than 1.97 would be considered 
to be equal (i.e., testing H0: µ1 = µ2, so retaining H0 is like saying that the two means don’t 
differ). After completing the post hoc analyses you would know exactly which means differed, 
so you would be in a position to completely interpret the outcome of the experiment. 
 
How large is the treatment effect? 
The measure of effect size suggested by Gravetter and Wallnau is r2 or η2 (eta squared). The 
computation of this measure is quite simple: 

€ 

r2 = η2 =
SSBetween
SSTotal

 

For the example we’ve been using, then, the effect size would be .17 (100/575). The closer η2 is 
to 0, the smaller the effect size. The closer η2 is to 1, the larger the effect size. 
 
A computational example 
RESEARCH QUESTION:  Does alcohol consumption have an effect on driving ability? 
 
EXPERIMENT:  Randomly select people and randomly assign them to one of three groups: No 

Alcohol Control Group, 1 Shot of Whiskey, 5 Shots of Whiskey. After 
consuming the alcohol, participants drive cars on a closed course.  DV is the 
number of pylons knocked down as subjects drive around the course 5 times. 

 
STATISTICAL HYPOTHESES:  H0: µ0Shot = µ1Shot = µ5Shots 
      H1: Not H0 
 
DECISION RULE:   If FObt ≥ FCrit, Reject H0. 
     FCrit(2,12) =                [depends on outcome of the FMax test] 
 
DATA: 

 0 Shot 1 Shot 5 Shots  
 1 2 4  
 0 1 3  
 1 0 2  
 2 2 4  
 2 0 7 Sum 
X  (M) =  1.2 1.0 4.0  
ΣX (T) = 6.0 5.0 20.0 31.0 (G) 
ΣX2 =  10.0 9.0 94.0 113.0 
SS 2.8 4.0 14.0 20.8 
s2 0.7 1.0 3.5  
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SOURCE TABLE: 
 

Source Formula SS df MS F 
 
Between 

2T
n∑ −

2G
N

     

 
Within 
 

 
ΣSS in each group 

    

 
Total 

2X∑ −
2G
N

     

 
HARTLEY’s F-MAX: 
 
 
 
DECISION:   
 
 
 
POST HOC TEST: 
 
 
 
 
 
 
 
 
 
 
INTERPRETATION:  
 
 
 
 
 
 
 
EFFECT SIZE (η2): 
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 How far is X from X ? How far is X  from T ? How far is X from T ? 
0 Shot    
     1 1 - 1.2 = -0.2 1.2 - 2.07 = -0.87 1 - 2.07 = -1.07 
     0 0 - 1.2 = -1.2 1.2 - 2.07 = -0.87 0 - 2.07 = -2.07 
     1 1 - 1.2 = -0.2 1.2 - 2.07 = -0.87 1 - 2.07 = -1.07 
     2 2 - 1.2 =  0.8 1.2 - 2.07 = -0.87 2 - 2.07 = -0.07 
     2 2 - 1.2 =  0.8 1.2 - 2.07 = -0.87 2 - 2.07 = -0.07 
1 Shot    
     2 2 - 1 = 1 1 - 2.07 = -1.07 2 - 2.07 = -0.07 
     1 1 - 1 = 0 1 - 2.07 = -1.07 1 - 2.07 = -1.07 
     0 0 - 1 = -1 1 - 2.07 = -1.07 0 - 2.07 = -2.07 
     2 2 - 1 = 1 1 - 2.07 = -1.07 2 - 2.07 = -0.07 
     0 0 - 1 = -1 1 - 2.07 = -1.07 0 - 2.07 = -2.07 
5 Shots    
     4 4 - 4 = 0 4 - 2.07 = 1.93 4 - 2.07 = 1.93 
     3 3 - 4 = -1 4 - 2.07 = 1.93 3 - 2.07 = 0.93 
     2 2 - 4 = -2 4 - 2.07 = 1.93 2 - 2.07 = -0.07 
     4 4 - 4 = 0 4 - 2.07 = 1.93 4 - 2.07 = 1.93 
     7 7 - 4 = 3 4 - 2.07 = 1.93 7 - 2.07 = 4.93 
 
Square Diff’s and Add 

 
20.8 

 
28.13 

 
48.93 

 
 
IMPORTANT NOTES:   
1. When you square all the differences between each score and the mean of its group, then add up those squared 
differences, you get the SSWithin. 
 
2. When you square the differences between the mean of a group and the grand mean for each score, then add up all 
those square differences, you get the SSBetween. 
 
3. When you square all the differences between each score and the grand mean, then add up those squared 
differences, you get the SSTotal. 
 
4. What is the average variance of the three groups?  MSWithin! [note that this variance estimates σ2] 
 

     Mean variance = 
.7 +1 + 3.5

3
= 1.73  which is equivalent to: 

2.8 + 4 +14
4 + 4 + 4

=1.73  

Note that this is equivalent to adding up the SS for all three groups and then dividing by the sum of the df for the 
three groups.  If you look at your source table, you should see that this is exactly how to compute MSWithin. 
 
5. What is the variance of the three group means? 
 
 1.2 

 1.0  SS = 18.44 - 
26.2

3
 = 5.626  s2 = 2.813 

 4.0 
 
If we multiply the variance of these group means by the sample size (5) we get the MSBetween (14.07). 
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Using SPSS for Single-Factor Independent Groups ANOVA 
 
 Suppose that you are conducting an experiment to test the effectiveness of three pain-
killers (Drug A, Drug B, and Drug C). You decide to include a control group that receives a 
Placebo. Thus, there are 4 conditions to this experiment. The DV is the amount of time (in 
seconds) that a participant can withstand a painfully hot stimulus. The data from your 12 
participants (n = 3) are as follows: 
 

Placebo Drug A Drug B Drug C 
0 0 3 8 
0 1 4 5 
3 2 5 5 

 
 Input data as shown below left. Note that one column is used to indicate the level of the 
factor to which that particular participant was exposed and the other column contains that 
participant’s score on the dependent variable. I had to label the type of treatment with a number, 
which is essential for One-Way in SPSS. However, I also used value labels (done under Variable 
View), e.g. 1 = Placebo, 2 = DrugA, 3 = DrugB, and 4 = DrugC. 

             
 
When the data are all entered, you have a couple of options for analysis. The simplest approach 
is to choose One-Way ANOVA… from Compare Means (above middle). Doing so will produce 
the window seen above right. Note that I’ve moved time to the Dependent List and group to the 
Factor window.  
You should also note the three buttons to the right in the window (Contrasts…, Post Hoc…, 
Options…). We’ll ignore the Contrasts… button for now. Clicking on the Options… button will 
produce the window below left. Note that I’ve chosen a couple of the options (Descriptive 
Statistics and Homogeneity of Variance Test). Clicking on the Post Hoc… button will produce 
the window seen below right. Note that I’ve checked the Tukey box. 
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Okay, now you can click on the OK button, which will produce the output below. Let’s look at 
each part of the output separately. The first part contains the descriptive statistics. 

 
 
You should recall that homogeneity of variance is one assumption of ANOVA, which you’ll test 
using Hartley’s F-Max. Another way to test the assumption is the Levene test for homogeneity of 
variance. As you know, this is the rare instance in which you don’t want the results to be 
significant (because that would indicate heterogeneity of variance in your data). In this case it 
appears that you have no cause for concern. Were the Levene statistic significant, one antidote 
would be to adopt a more conservative alpha-level (e.g., .01 instead of .05). 

 
 
The next part is the actual source table, as seen below. Each of the components of the source 
table should make sense to you. 

 
 
Of course, at this point, all that you know is that some difference exists among the four groups, 
because with an F = 9.0 and p = .006 (i.e., < .05), you can reject H0: µdrug a = µdrug b = µdrug c = 
µplacebo.  
 
 The next part of the output helps to resolve ambiguities by showing the results of the 
Tukey’s HSD. Asterisks indicate significant effects (with Sig. values < .05).  
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As you can see, Drug C leads to greater tolerance than Drug A and the Placebo, with no other 
differences significant. If you didn’t have a computer available, of course, you could still 
compute the Tukey-Kramer post hoc tests using the critical mean difference formula, as seen 
below. Of course, you’d arrive at the identical conclusions. 
 

€ 

HSD = q MSError
n

= 4.53 2.0
3

= 3.7  

 
You might report your results as follows: 
 
There was a significant effect of Drug on the duration that people could endure a hot stimulus, 
F(3, 8) = 9.0, MSE = 2.0, p = .006, η2 = .77. Post hoc tests using Tukey’s HSD indicated that 
Drug C leads to greater tolerance (M = 6.0) than Drug A (M = 1.0) and the Placebo (M = 1.0), 
with no other differences significant. 
 

A Flowchart for One-Way ANOVA 
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Some Practice Problems 
 
QUESTION:  Does a new type of chemotherapy prolong the lives of women with terminal cancer? 
 
EXPERIMENT:  Randomly sample 10 women with terminal cancer.  Randomly assign 5 women to get the new 

drug (Experimental Group) and 5 women to get a placebo (Control Group). The DV is the number of 
months a woman lives beyond the expected life-span for women in her condition. 

 
STATISTICAL HYPOTHESES: H0: µExp

 = µ
Cont

 
    H1: µExp

 ≠ µ
Cont 

 
DECISION RULE: Reject H0 if FObt ≥ FCrit. 
 
DATA: 

 Control Experimental 
 6 9 
 5 8 
 3 9 
 5 7 
 4 8 

Mean 4.6 8.2 
SS 5.2 2.8 

 
 
 
 
 
 
 
 
 
Dr. Ignatius Pooh (Iggy to his friends) is interested in studying revulsion.  To that end, he fashions chocolate into 
various shapes and then sees how long it takes people to eat his “creations.”  (Believe it or not, someone actually 
does research just like this!)  In his latest study he randomly assigns 40 participants to one of four conditions based 
on the shape into which the chocolate is formed (Doggy Doo [feces], Rattle Snake, Rabbit, Block [control 
condition]).  The dependent variable is the time it takes for the participant to eat the chocolate (longer times indicate 
greater “revulsion”).  Below is a partially completed source table for Dr. Pooh’s study.  Complete the source table 
and tell Dr. Pooh what he can conclude and what he should do next. 
 

Source SS df MS F 
 
Treatment 

 
30 

   

 
Error 

 
180 

   

 
Total 
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Darley & Latané (1968) 
 Drs. John Darley and Bibb Latané performed an experiment on bystander intervention (“Bystander 
Intervention in Emergencies: Diffusion of Responsibility”), driven in part by the Kitty Genovese situation. 
Participants thought they were in a communication study in which anonymity would be preserved by having each 
participant in a separate booth, with communication occurring over a telephone system. Thirty-nine participants 
were randomly assigned to one of three groups (n = 13): Group Size 2 (S & victim), Group Size 3 (S, victim, & 1 
other), or Group Size 6 (S, victim, & 4 others). After a short period of time, one of the “participants” (the victim) 
made noises that were consistent with a seizure of some sort (“I-er-um-I think I-I need-er-if-if could-er-er-somebody 
er-er-er-er-er-er-er give me a little-er give me a little help here because-er-I-er-I’m-er-er-h-h-having a-a-a real 
problem...” — you get the picture). There were several DVs considered, but let’s focus on the mean time in seconds 
to respond to the “victim’s” cries for help. Below are the mean response latencies: 

 Group Size 2 Group Size 3 Group Size 6 
Mean Latency 52 93 166 
Variance of Latency 3418 5418 7418 

 
Given the information above: 
 1. state the null and alternative hypotheses 
 
 2. complete the source table below 
 
 3. analyze and interpret the results as completely as possible 
 
 4. indicate the sort of error that you might be making, what its probability is, and how 
serious you think it might be to make such an error 
 
 

SOURCE SS df MS F 
 
Group Size (Treatment) 
 

    
8 

 
Error 
 

    

 
Total 
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Festinger & Carlsmith (1959) 
 Drs. Leon Festinger and James M. Carlsmith performed an experiment in cognitive dissonance (“Cognitive 
Consequences of Forced Compliance”). In it, they had three groups: (1) those in the Control condition performed a 
boring experiment and then were later asked several questions, including a rating of how enjoyable the task was; (2) 
those in the One Dollar condition performed the same boring experiment, and were asked to lie to the “next 
participant” (actually a confederate of the experimenter), and tell her that the experiment was “interesting, 
enjoyable, and lots of fun,” for which they were paid $1, and then asked to rate how enjoyable the task was; and (3) 
those in the Twenty Dollar condition, who were treated exactly like those in the One Dollar condition, except that 
they were paid $20.  
 Cognitive dissonance theory suggests that the One Dollar participants will rate the task as more enjoyable, 
because they are being asked to lie for only $1 (a modest sum, even in the 1950’s), and to minimize the dissonance 
created by lying, will change their opinion of the task. The Twenty Dollar participants, on the other hand, will have 
no reason to modify their interpretation of the task, because they would feel that $20 was adequate compensation for 
the little “white lie” they were asked to tell. The Control condition showed how participants would rate the task if 
they were not asked to lie at all, and were paid no money. Thus, this was a simple independent random groups 
experiment with three groups.  
 Thus, H0: µ$1 = µ$20 = µControl    and H1: Not H0 
 
 The mean task ratings were -.45, +1.35, and -.05 for the Control, One Dollar, and Twenty 
Dollar conditions, respectively.  
 
 Below is a partially completed source table consistent with the results of their experiment. Complete the 
source table, analyze the results as completely as possible and tell me what interpretation you would make of the 
results. Because you can’t test for homogeneity of variance, use α = .05. You should also be able to tell me how 
many participants were in the experiment overall. 
 

SOURCE SS df MS F 
 
Treatment 
 

    
9 

 
Error 
 

 
 

 
57 

 
2 

 

 
Total 
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First-born children tend to develop language skills faster than their younger siblings. One possible explanation for 
the phenomenon is that first-borns have undivided attention from their parents. If this explanation is correct, then it 
is also reasonable that twins should show slower language development than single children and triplets should be 
even slower. Davis (1937) conducted research to test this hypothesis. The dependent variable is a measure of 
language skill at age three for each child (higher numbers indicate better language skills). Analyze these data as 
completely as you can. 
 
 

 Single Child Twin Triplet  
 8 4 4  
 7 6 4  
 10 7 7  
 6 4 2  
 9 9 3 Sum 
 
T (ΣX) 

    
G= 

 
ΣX2 

    

 
SS 

    

 
H0:  H1:  
 
FCrit(   ,     ) =  
 
 

Source SS df MS F 
 
Between 

    

 
Within 

    

 
Total 

    

 
Hartley’s F-Max: 
 
 
Decision: 
 
Post Hoc Analyses: 
 
 
 
Interpretation: 
 
 
 
 
Effect Size: 



 

Ch.12 – ANOVA - 14 

Dr. Melvin Brooks is interested in testing the effects of anxiety on performance.  To that end, he creates three 
different experimental conditions: Low Anxiety, Moderate Anxiety, and High Anxiety.  (I leave it to your 
imagination how he actually creates the variability in participants' anxiety levels.)  A participant is exposed to one of 
the three levels of anxiety and then given a memory test for a list of words.  Dr. Brooks expects that memory 
performance will decrease with increasing levels of anxiety.  He chooses to use the number of errors on the memory 
test as his dependent variable.  Below are the data from his experiment.  Analyze the data as completely as possible. 
Interpret the results in light of Dr. Brooks's predictions. 
 

 Low Anxiety Moderate Anxiety High Anxiety  
 2 1 3  
 3 0 4  
 2 0 3  
 2 1 5  
 3 0 6  
 4 1 4  
 3 1 4  
 3 0 4 Sum 
T (ΣX) 22 4 33 G =  
ΣX2 64 4 143  
SS 3.5 2 6.88  
 

Source SS df MS F 
 
Between 
 

    

 
Within 
 

    

 
Total 
 

    

 
F-Max: 
 
 
Decision/Interpretation: 
 
 
 
 
 
 
 
 
 
Effect Size: 
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 Dr. Brooks has a sister, Melody, who is also interested in the impact of anxiety on test performance.  She took 25 
participants and randomly assigned them each to one of 5 groups (n = 5 in each group).  The 5 groups differed in the 
level of anxiety Dr. Brooks induced from Very Low Anxiety, to Low Anxiety, to Moderate Anxiety, to High 
Anxiety, to Very High Anxiety.  She then gave each group a test to see how they would perform (larger numbers 
indicate higher performance).  Summary data are provided below.  Use the summary data and the information above 
to complete the source table below and tell Dr. Brooks what she could conclude. 
 
 Very Low Anxiety Low Anxiety Moderate Anxiety High Anxiety Very High Anxiety 
Mean 70 80 85 75 65 
SS 15 20 25 15 25 
 
 

Source SS df MS F 
 
Between 
 

   
312.5 

 

 
Within 
 

    

 
Total 
 

    

 
----------- 
A common science fair project involves testing the effects of music on the growth of plants.  For one of these 
projects, a sample of 24 newly sprouted bean plants is obtained.  These plants are randomly assigned to four 
treatments, with n = 6 in each group.  The four conditions are: rock music, heavy metal, country, and classical.  The 
dependent variable is the height of each plant after 2 weeks.  The data from this experiment were examined using 
ANOVA and the results are summarized in the following table.  First, state H0 and H1: 
 
 
 
Next fill in all the missing values: 

Source SS df MS F 
 
Between 
 

   
10 

 

 
Within 
 

 
40 

   

 
Total 
 

    

 
 
Finally, tell me what one would conclude from this ANOVA. 
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A study was conducted to compare the effectiveness of different rewards that might be used in teaching retarded children. 
Twenty retarded children, ages five to seven, were randomly assigned to four independent groups. Each child was shown five 
common objects and five cards, each showing the printed name of one of the objects. Whenever a correct match was made, 
the experimenter rewarded the child. Children in the first group were rewarded with candy; children in the second group were 
rewarded with tokens that could later be exchanged for candy; children in the third group were rewarded with tokens that 
could be exchanged for attention from the experimenter (playing games, reading to the child, etc.); children in the fourth 
group were rewarded with verbal praise. The experimenter recorded the number of trials required before a child could 
correctly match all five pairs. The data are as follows: 
 

 Candy Tokens for Candy Tokens for Attention Praise  
 9 4 6 11  
 7 5 3 7  
 6 6 5 7  
 7 5 4 5  
 6 5 4 6 Sum 
ΣX (T) 35 25 22 36 G =  
ΣX2 251 127 102 280  
SS 6 2 5.2 20.8  
 
Analyze the data from this experiment as completely as possible and state what the researcher could 
conclude. 
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There were five conditions in the Bransford & Johnson (1972) memory study (passage about the guy serenading his 
girlfriend in the window of the upper floor of an apartment building). These conditions are: Complete-context 
picture before passage; Complete-context picture after passage; Partial-context picture before passage; Hearing 
passage once without picture; and Hearing passage twice without picture. In lab, we used only two conditions (No 
Context, or Hearing the passage once without picture, and Complete-context before passage). 

 
Suppose that the results for this study had turned out as seen below. Complete the source table and then analyze the 
study as completely as you can. 

 

 
 
 



 

Ch.12 – ANOVA - 18 

Searching for the dangers of caffeine, a researcher adds two types of caffeine (those found in coffee and chocolate) 
to the water supply of groups of laboratory-bred rats. This species ordinarily survives about 13 months. The water 
supply of a control group of rats did not have any caffeine added. The DV is the number of days that each rat lives. 
Analyze the results of this experiment as completely as you can. What would you do next? 
 

Coffee Caffeine Chocolate Caffeine No Caffeine 
398 401 412 
372 389 386 
413 413 394 
419 396 409 
408 406 415 
393 378 401 
387 382 384 
414 417 398 



 

Ch.12 – ANOVA - 19 

Does coffee help people to become sober more quickly after drinking too much? The (made-up) data below 
represent the results from an experiment intended to address this question. A sample of 40 volunteers is randomly 
divided into four groups. One group serves as a control and receives no alcohol. Subjects in each of the remaining 
three groups drink a fixed amount of alcohol in a one-hour period. During the next half hour, subjects in the second 
group drink two cups of decaffeinated coffee, subjects in the third group drink two cups of regular coffee, and 
subjects in the final group drink two cups of water. Finally, all subjects are given a reaction time test to determine 
mental alertness (i.e., faster reaction times indicate greater alertness). Complete the source table below and interpret 
the results of this study as completely as you can.  

 

 
 
 
 
 
 
 
 
Suppose that you had only the Descriptive Statistics for the analysis above. How could you use that information to 
determine the MSWithin Groups? 
 
 
What parameter is estimated by MSWithin Groups? 
 
 
 
 
 
 
Again, look at the Descriptive Statistics for the analysis above. What information found in that table is driving the 
MSBetween Groups? 
 
 
Let’s presume that regular coffee would actually speed up reaction times, but that its effect was quite small. How 
could you detect the effect of regular coffee in an experiment? [2 pts] 



 

Ch.12 – ANOVA - 20 

There is some evidence to suggest that high school students justify cheating in class on the basis of the teacher’s 
skills or stated concern about cheating (Murdock, Miller, & Kohlhardt, 2004). Thus, students appear to rationalize 
their illicit behavior on perceptions of how their teachers view cheating. Poor teachers are thought not to know or 
care whether or not students cheat, so cheating in their classes is viewed as acceptable. Good teachers, on the other 
hand, do care and are alert to cheating, so students tend not to cheat in their classes. Below is a partially completed 
source table and summary statistics that are consistent with the findings of Murdock et al. The scores represent 
judgments of the acceptability of cheating for students in each sample. Complete the source table below and 
interpret the data as completely as you can. What is your best estimate of the population variance (σ2)? [15 pts] 
 

 

 



 

Ch.12 – ANOVA - 21 

Senay, Albaraccin, and Noguchi (2010) published an article entitled Motivating Goal-Directed Behavior Through 
Introspective Self-Talk: The Role of the Interrogative Form of Simple Future Tense. Their abstract reads as follows: 
 
Although essential for psychology, introspective self-talk has rarely been studied with respect to its effects on 
behavior. Nevertheless, the interrogative compared with the declarative form of introspective talk may elicit more 
intrinsically motivated reasons for action, resulting in goal-directed behavior. In Experiment 1, participants were 
more likely to solve anagrams if they prepared for the task by asking themselves whether they would work on 
anagrams as opposed to declaring that they would. In the next three experiments, merely writing Will I as opposed to 
I will as part of an ostensibly unrelated handwriting task produced better anagram-solving performance and stronger 
intentions to exercise, which suggests that priming the interrogative structure of self-talk is enough to motivate goal-
directed behavior. This effect was found to be mediated by the intrinsic motivation for action and moderated by the 
salience of the word order of the primes. 
 
They described Experiment 2 as seen below: 
Participants and design. Participants were introductory psychology students, who received course credit for 
their participation. The experimental design included four cells (word primes: Will I, I will, I, and Will). The number 
of correctly solved anagrams was the dependent measure. 
Procedure. We told participants that we were interested in people’s handwriting practices. With this pretense, 
participants were given a sheet of paper with space to write down 20 times one of the following words or word pairs: 
Will I, I will, I, or Will. Then they were asked to work on a series of 10 anagrams in the same way participants in 
Experiment 1 did. At the end of the experimental session, participants were asked what they thought the purpose of 
the study was and then were debriefed. 
 
Thus, there were four levels of their independent variable and their dependent variable was the number of anagrams 
solved (out of 10). Below is a source table consistent with their results. Complete the table and analyze the data as 
completely as you can. 
 

   
 

ANOVA 
Number of Anagrams Solved 

 Sum of 
Squares df Mean Square F Sig. 

Between Groups 27.69    .000 
Within Groups 33.38     
Total 61.07     

 
 



 

Ch.12 – ANOVA - 22 

Because older exams use StatView for data analysis, here’s an example simply to show you what 
the output from StatView looks like. Except for reversing the SS and df columns, there’s not too 
great a difference. 
 
Dr. Nomar Gassé was interested in the impact of varying levels of depression on a person’s ability to work 
effectively on a task, especially when tired. He selected people who were not clinically depressed, but who received 
high scores on the Beck Depression Inventory, as well as people who were diagnosed as clinically depressed and 
separated them into three groups (Low, Moderate, and Severe Depression). He then kept all participants awake for 
48 hours. At the end of the 48-hour period, each participant was given a set of 10 problems to solve. The DV was 
the number of problems solved correctly in a 30-minute period. Complete the source table below and interpret the 
results of this study as completely as you can. 
 

 

 
 

15 6.600 .986 .254
15 3.333 .976 .252
15 1.200 .775 .200

Count Mean Std. Dev. Std. Err.
Low
Moderate
Severe

Means Table for Prob Solved
Effect: Depression


