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Keppel, G. & Wickens, T. D. Design and Analysis  
Chapter 16: The Single-Factor Within-Subjects Design: Basic Calculations 
 
16.1 The Analysis of Variance 
 
• For the (AxS) design, K&W use the notational system below: 
 

Participants Treatments  
 a1 a2 a3 a4 Sum 

s1 Y11 Y12 Y13 Y14 S1 
s2 Y21 Y22 Y23 Y24 S2 
s3 Y31 Y32 Y33 Y34 S3 
Sum A1 A2 A3 A4 T 

 
• Note the similarity of this matrix to the AB matrix from two-factor designs. In fact, there’s 
good reason to think of the (AxS) design as a two-factor design with participants as a factor. 
The source table will resemble that for the two-factor ANOVA, with the exception that the 
source of error found in the two-factor design is no longer present. Why is it gone? Within 
each cell you’ll find only a single score, and thus there is no variability within the cell. The 
only terms remaining are A, S, and AxS. 
• The sums across participants (S1, S2...) allow you to estimate the individual differences 
present in your data. That is, treating S as a “factor” allows you to determine the extent to 
which the people in your study vary. Larger SSS indicate greater individual differences. 
 
Computational Formulas 
• The source table below summarizes the computations involved in the ANOVA: 

SOURCE SS df MS F 
A [A] - [T] a - 1 SSA/dfA MSA/MSAxS 
S [S] - [T] n - 1 SSS/dfS  
A x S [Y] - [A] - [S] + [T] (a -1)(n - 1) SSAxS/dfAxS  
Total [Y] - [T] (a)(n) - 1   
 
• Why is the MSAxS used as the error term? Because it represents “the extent to which the 
subjects respond differently to the treatments.” Another way to think about the “new” error 
term is that it represents the variability in scores with individual differences removed. 
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In the single-factor independent groups ANOVA portrayed on the left, the SSTotal is 
partitioned into the treatment SS (SSA), which represents the effects of treatment plus 
individual differences and random effects. The appropriate error term (SSS/A) represents the 
effects of individual differences and random effects. In the single-factor repeated measures 
ANOVA portrayed on the right, the SSTotal is also partitioned into the treatment SS (SSA). 
However, you should recognize that the nature of the design dictates that the SSA reflects no 
individual differences, but only treatment effects and random effects. As a result, we need a 
new error term that represents only random effects—that is, the original error term for 
independent groups minus the impact of individual differences. When we subtract the effect 
of Subjects (the source of individual differences), what remains is the SSAxS, reflecting only 
random effects. 
• Given your understanding of two-factor designs, the notion of the interaction between 
treatment and participants should make sense to you. For example, imagine a study in which 
rats are given one of each of three types of food rewards (2, 4, and 6 grams) when they 
complete a maze. The DV is the time to complete the maze.  
 
Small MSError 
As you can see in the graph below, Rat1 is the fastest and Rat6 is the slowest. The 
differences in average performance represent individual differences. If the 6 lines were 
absolutely parallel, the MSError would be 0, so an F ratio could not be computed. Therefore, 
I’ve tweaked the data to be sure that the lines were not perfectly parallel. Nonetheless, if 
performance were as illustrated below, you should anticipate that the MSError would be quite 
small (because the interaction between Dosage and Subject(Rat) is very small). The data are 
seen below in tabular form and then in graphical form. 

 2 grams 4 grams 6 grams P 
Rat1 1.0 1.5 2.0 4.5 
Rat2 2.0 2.5 3.5 8.0 
Rat3 3.0 3.5 5.0 11.5 
Rat4 4.0 5.0 6.0 15.0 
Rat5 5.0 6.5 7.0 18.5 
Rat6 6.0 7.5 9.0 22.5 
Mean 3.5 4.42 5.42  

s2 3.5 5.44 6.24  
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The ANOVA on these data would be as seen below. We’ll have more to say about the SPSS 
output shortly. For now, concentrate on the Dosage (Sphericity Assumed) line. Note that the 
F-ratio (37.453) would be significant. 
 

 
 

Moderate MSError 
 Next, keeping all the data the same (so SSTotal would be unchanged), and only 
rearranging data within a treatment (so that the σ2 for each treatment would be unchanged), 
I’ve created greater interaction between participants and treatment. Note that the participant 
means would now be closer together, which means that the SSSubject is smaller. In the data 
table below, you’ll note that the sums across subjects (P) are more similar than in the earlier 
example. 

 2 grams 4 grams 6 grams P 
Rat1 1.0 1.5 3.5 6.0 
Rat2 2.0 3.5 5.0 10.5 
Rat3 3.0 2.5 2.0 7.5 
Rat4 4.0 6.5 6.0 16.5 
Rat5 5.0 5.0 9.0 19.0 
Rat6 6.0 7.5 7.0 20.5 
Mean 3.5 4.42 5.42  

s2 3.5 5.44 6.24  
 

 
 
Note that the F-ratio is still significant, though it is much reduced. Note, also, that the 
MSTreatment is the same as in the earlier example. You should be able to articulate why. 
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Large MSError 
Next, using the same procedure, I’ll rearrange the scores even more, which will produce an 
even larger MSError. Note, again, that the SSSubject grows smaller (as the Subject means grow 
closer to one another) and the SSError grows larger. 
 

 2 grams 4 grams 6 grams P 
Rat1 1.0 3.5 6.0 10.5 
Rat2 2.0 6.5 9.0 17.5 
Rat3 3.0 7.5 3.5 14.0 
Rat4 4.0 1.5 5.0 10.5 
Rat5 5.0 2.5 7.0 14.5 
Rat6 6.0 5.0 2.0 13.0 
Mean 3.5 4.42 5.42  

s2 3.5 5.44 6.24  
 

 
 

              
 
Although the SSTreatment and MSTreatment remained constant through these three examples, the 
resultant F-ratio decreased because the MSError was getting larger with each example. 
 
  

0

2

4

6

8

10

2 4 6

Large MSError

Participant1
Participant2
Participant3
Participant4
Participant5
Participant6

Sp
ee

d 
of

 R
es

po
ns

e

Amount of Reward



 K&W 16 - 5 

A Numerical Example 
• K&W (p. 355) provide a data set in which participants attempt to correctly detect a target 
letter that is sometimes embedded in a word, a pronounceable non-word, or a random letter 
string. Thus, this is an AxS experiment with three levels of the factor and n = 6.  
 

 Word Pronounce NW Random Letters Sum 
s1 745 764 774 2283 
s2 777 786 788 2351 
s3 734 733 763 2230 
s4 779 801 797 2377 
s5 756 786 785 2327 
s6 721 732 740 2193 
Sum 4512 4602 4647 13761 
ΣX2 3395728 3534002 3601223 10530953 
Mean 752.0 767.0 774.5  
s 23.26 29.22 20.60  
sM 9.5 11.93 8.41  
 

Source Bracket Terms SS df MS F 
Between (A) [A]-[T] = 1575.0 2 787.5 14.43 
Old Within [Y]-[A] = 9093.5 15   
Subject (S) [S]-[T] = 8547.8 5 1709.56  
Error (AxS) [Y]-[A]-[S]-[T] = 545.7 10 54.57  
Total [Y]-[T] = 10668.5 17   
 
• In SPSS, you would enter your data as seen below left. The basic “rule” is to think of a row 
as a participant, so in a single-factor repeated measures (within-subjects) design, you would 
have as many columns as you had levels of your factor. 
 

    
 
• To conduct the ANOVA, you would use Analyze->General Linear Model->Repeated 
Measures, which will produce the window above right in which you define your repeated 
factor(s). In this case, I’ve called the factor letters and indicated that there are 3 levels. Then, 
I would click on the Add button and then the Define button. That will produce the window 
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below left, in which you tell SPSS which variables represent the three levels of your repeated 
factor, as seen below right. I’ve also chosen the options of having descriptive statistics and 
power analyses produced. 
 

  
 
• The descriptive statistics are seen below, along with the source table. 
 

 

 
 
• The source table takes a bit of explaining, but first some good news. With repeated 
measures designs, you no longer need to compute a Brown-Forsythe or Levene test for 
homogeneity of variance. The repeated measures “equivalent” of homogeneity of variance is 
called sphericity. Thus, in the table above, you’ll note that the first line is for sphericity 
assumed. Then, the next two lines provide corrections according to either the Greenhouse-
Geisser (G-G) or the Huynh-Feldt (H-F) procedures. For our purposes, we’ll stick to the G-G 
procedure. The correction factor is actually printed as part of the output (below), but you can 
ignore that portion of the output for the most part. 
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• The basic point is that when lack of sphericity is present, the G-G procedure will produce a 
p-value that is larger than that produced when sphericity is assumed. You should recognize 
this adjusted p-value as similar to what SPSS does when you ask it to use Brown-Forsythe. 
 
16.2 Analytical Comparisons 
 
• Unlike independent groups analyses (with homogeneity of variance), you don’t want to use 
the MSAxS error term when conducting comparisons in repeated measures designs. “The safest 
strategy is to test each contrast against a measure of its own variability, just as we did for the 
between-subjects design when the variances were heterogeneous.” 
• OK, so then how do you compute a comparison in a repeated measures design? K&W 
provide an example of how to compute the analyses by hand (using coefficient weights). At 
this point, I would hope that you are much more inclined to compute such analyses on the 
computer.  
• K&W illustrate how to compute a complex comparison. I’ll first demonstrate how to 
compute a simple comparison on these data and then I’ll demonstrate how to compute their 
complex comparison. 
 
Simple Comparison 
• Suppose that you want to compare the Word condition with the Non-word condition. To do 
so, you would simply construct a one-way repeated measures ANOVA on those two factors. 
In other words, follow the procedure above, but instead of indicating 3 levels, you’d indicate 
only 2 levels and then drag over just the two variable names for the two levels. Doing so 
would produce the output below: 
 

 
Thus, the F-ratio for this analysis would be 11.288. It’s just that simple. Of course, given the 
post hoc nature of this comparison, you probably should ignore the printed significance level 
and use some conservative post hoc procedure. (K&W suggest the Sidák-Bonferroni 
procedure or possibly the Scheffé approach.) 
 



 K&W 16 - 8 

• Of course, you’d like SPSS to do most of the work for you, and it’s actually quite willing to 
do so. J When you choose Options in the Repeated Measures window (see below), you need 
to move your factor to the top right window and ask it to compare means (click on button for 
Compare Main Effects below left). Then, choose the appropriate type of comparison, which 
might be Sidák for our purposes. That will produce the table below right, which will use the 
Sidák correction to estimate the probability levels for each of the simple pairwise 
comparisons.  

    
 
Complex Comparison 
• Complex comparisons are just a bit tricky in repeated measures analyses. K&W illustrate 
how to compute a complex comparison of Word vs. (Non-Word + Random). First, think 
about how you’d handle such a comparison for an independent groups analysis. You’d need 
to give an identical variable name for the two conditions being combined. That procedure 
won’t work for repeated measures designs because the variables are all in a row. Instead, you 
combine the two variables by averaging. Thus, you would use a compute statement in which 
you could create a new variable (which I’ve called comb.nr) by adding nonword and random 
and dividing by 2 (under Transform->Compute).  
 

 
 
• Next, you’d compute a repeated measures ANOVA on the two relevant variables (word and 
comb.nr). Doing so would produce the output seen below, which you can see is identical to 
the values that K&W determine with two different procedures. 
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Again, you’d need to determine if this post hoc comparison is significant, which would 
probably require you to use the Sidák-Bonferroni procedure or the Scheffé procedure.  
• For the Scheffé procedure, you would compare your FComparison to FCrit from the equation 
below: 
 

   

€ 

FCrit =
dfA × dfAxS

dfAxS − dfA +1
Fα EW

(dfA ,dfAxS − dfA +1)   (16.6) 

For the complex comparison, the critical F using the Scheffé procedure is 6.69. To use the 
Sidák-Bonferroni procedure you would need to know the number of comparisons you’d be 
computing. As long as the number of comparisons is not too large, you would be better off 
using that approach. However, with larger numbers of comparisons, the Sidák-Bonferroni 
procedure is conservative. For instance, with αFW = .10, if you wanted to compute two 
contrasts, the S-B FCrit would be 6.5 (2.552). However, if you wanted to compute three 
contrasts, the S-B FCrit would increase to 8.3 (2.882—already greater than Scheffé).  
• When you use the formulas that K&W provide, the SS that emerges is influenced by the 
actual coefficients that you use. In order to keep the SS consistent (e.g., with the original SS), 
K&W suggest that you should adjust your SS by a factor consistent with the particular 
coefficients you used in your comparison: 
 

    

€ 

Adjusted SS =
SS based on ψ

c j
2∑    (16.5) 

 
However, the SPSS approach doesn’t rely on coefficients, per se, so the adjustment 
procedure isn’t obvious. K&W suggest that they rely on hand computations rather than 
attempt to figure out what the computer program is doing. For me, the computer approach 
seems easier, but it’s probably because I haven’t been in a situation when I really needed to 
compare equivalent SS. 
 
16.3 Effect Size and Power 
 
• K&W suggest using the partial omega-squared approach for repeated measures analyses: 
 

    

€ 

ω<A >
2 =

σ A
2

σ A
2 +  variability affecting AxS

  (16.7) 

 
• To compute an estimate of partial ω2, we would use the following formula: 
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€ 

ω<A >
2 =

a −1( ) FA −1( )
a −1( ) FA −1( ) + an

    (16.8) 

 
• Thus, for the numerical example above, you would estimate partial omega squared as .599: 
 

   

€ 

ω<A >
2 =

a −1( ) FA −1( )
a −1( ) FA −1( ) + an

=
2 ×13.43

2 ×13.43( ) +18
= .599  

 
 
• Determining power will depend on whether you are interested in a post hoc analysis of 
power (after completing a study) or whether you are interested in predicting power for a 
future experiment based on earlier research or a presumption that your study will have an 
effect size that is similar to that found in much psychological research. 
• On a post hoc basis, you probably can’t do any better than allowing SPSS to do the 
computation for you. You’ll notice that I chose that option in the analysis of the numerical 
example, so you can see the estimated power for each F (and the conservative nature of the 
Greenhouse-Geisser correction will make it less powerful, though possibly appropriate). 
• The procedures for estimating the sample size necessary to achieve a particular level of 
power (e.g., .80), are quite similar to those illustrated for independent groups designs. Thus, 
you can refer to Chapter 8 for guidance (including Table 8.1). Keep in mind, of course, that 
when you estimate the necessary n, that’s all the participants you need, because each 
participant will provide data within each cell of your repeated measures design. 
 


